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O DeepMind

2021-12-08

Scaling Language Models: Methods, Analysis
& Insights from Training Gopher

Jack W. Rae, Sebastian Borgeaud, Trevor Cai, Katie Millican, Jordan Hoffmann, Francis Song, John Aslanides,

sarah Henderson, Roman Ring, Susannah Young, Eliza Rutherford, Tom Hennigan, Jacob Menick, Albin Cassirer,
Richard Powell, George van den Driessche, Lisa Anne Hendricks, Maribeth Rauh, Po-Sen Huang, Amelia Glaese,
Johannes Welbl, Sumanth Dathathri, Saffron Huang, Jonathan Uesato, John Mellor, Irina Higgins, Antonia Creswell,

Nat McAleese, Amy Wu, Erich Elsen, Siddhant Jayakumar, Elena Buchatskaya, David Budden, Esme Sutherland,

Karen Simonyan, Michela Paganini, Laurent Sifre, Lena Martens, Xiang Lorraine Li, Adhiguna Kuncoro, Aida Nematzadeh,
Elena Gribovskaya, Domenic Donato, Angeliki Lazaridou, Arthur Mensch, Jean-Baptiste Lespiau, Maria Tsimpoukelli,
Nikolai Grigorev, Doug Fritz, Thibault Sottiaux, Mantas Pajarskas, Toby Pohlen, Zhitao Gong, Daniel Toyama,

Cyprien de Masson d’Autume, Yujia Li, Tayfun Terzi, Vladimir Mikulik, Igor Babuschkin, Aidan Clark, Diego e Las Casas,
Aurelia Guy, Chris Jones, James Bradbury, Matthew Johnson, Blake Hechtman, Laura Weidinger, Iason Gabriel,

William Isaac, Ed Lockhart, Simon Osindero, Laura Rimell, Chris Dyer, Oriol Vinyals, Kareem Ayoub, Jeff Stanway,

Lorrayne Bennett, Demis Hassabis, Koray Kavukcuoglu and Geoffrey Irving

DeepMind Gopher 10.5 TBX. A&
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GitHub Public Repo

GPT-1—GPT-2—GPT-3— ~  —rChatGPT

BookCorpus WebText Common Crawl (60%)

5.6GB 40GB webText2 22%)  — INStructGPT -

(cleaned) BookCorpus (16%)
Wikipedia (3%)

Instructions
570GB Prompts
(cleaned) Ranking

Human interactions
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@OpenAI
GPT-3

OpenAl GPT-3 (ChatGPT)

1/NGPUZETESER4%]: 40GB -> 100{Z25#
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ntributors Issues Stars Forks O
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An implementation of a deep learning
recommendation model (DLRM)

A 21
Cc

Facebook DLRM

(175 Billion params)

(12 Trillion params)
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SWITCH TRANSFORMERS: SCALING TO TRILLION
PARAMETER MODELS WITH SIMPLE AND EFFICIENT

Noam Shazeer

Google SW|tch Transformer

(1.6 Trillion params)
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Nyayers = 96,
. - -H-ﬂ J dmodel = 12288,
D Nheads = 96,
- k\ *E:t . .y dﬁFNd: 4 * dmodel:
B ETENCGPUEFSERSI: 40GB -> 100{2224 e R
e - TT NN =k \ * o ITREJI)I=E
B BRI KRESHERS EERE H{2H5! +
2*4*12288*12288) < EEAIEE
\_ *96 ~ 175 B Y,
—— & —TransformertRZ —~  m 381: 7§ _Transformertasl
PR RSHE: DCETICIR, EREENERIER
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©openAl RNTEER: SBHEERIIEIE
GPT-3 mfj: Google T5. OpenAl GPT-3, %5 PanGu
OpenAl GPT-3
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Contributors Issues Stars Forks

Facebook DLRM Embedding
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Wide & Deep Embeddingt&BisEi

13



ssey RSO AESHSES  AESRE () Hetu @

ARSI REZIIE —— BAWuDao ——

Al

Nexpert = 480,
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3 A " dppy = 24576,
B ETENCPURFEERS: 40GB -> 100{254K SHBAH: —
0 E E”I]E’\Jj(*%ﬂé% &EE?__I;J_ éé]i;zélJB@?&%U 2-4096 * 4096 * 4 CEEHRE
2*4096+24576*480) { EXper
\_ * 18~ 16218 @Eﬂ*"%‘)

o Haiii—MOEfSEL ) 2583 FHifi—MoEf=EY
-53*&; ST AN, SRExpertii

BitEE: HEExpertiEiY
Google AI BN7FBEFEE: Expertt&fl
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Google SW|tch Transformer A
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Parameter ServerServer W = W - Aw

OO0

/Aw H \\

Model DD

All-Reduce Aw

Model C]C] 00 OO0

Repncas Rep"cas [::][::J [::][::J
E{“j ﬁj f%j Ej 5 O
e FOMbFiE e KR EE

ERNASGR: 0B&EES (BUEK, &=EX) BN BZR: (TERERES
« REERfL. HEREFIF - ERDE. %%ﬁ% M RE BN 5
ZY:: TensorFlow. MXNet ZY:: PyTorch. Caffe2

i
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class session ]

class ]

[ GrpcSessi
peooeson RunStep(...)
[ class ]
GrpcRemoteMaster
RunStepHandIer( .)
6€VICG A \ [ class Master
RunStep(.. ) DoRunWithLocal
[class MasterSession Execution(...)
[ class @ RunPartltlons( D

_

—

K Sen d re CV GrpcRemoteWorker

class ] CRunGrapAsync( ) IssueRequest( D

GrpcWorkerService

recv send
! ‘ class threadPool ] ( AT e )%ORunGraph("b
Schedule(...
Device B v Cc edule( D <WorkerLoop(...)
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A= —==\\
B5s— ,%'\M

KRR SR

AERMES =R

T AZMKIURD HVREF INEZR?

B XG55

ItE

o 0 N0 SN i Bl W N~

—_
(=]

53zl

import tensorflow as tf

N =num_samples

X,y = get_input_data(N)
logits = build_vggl6_model()
loss = loss_function(logits, y)
opt = SGD_optimizer(lr)
train_op = opt.minimize(loss)
sess = tf.Session()

for i =1 -> num_epochs do

return val = sess.run(train_op)

data preparation
model construction
additional user effort

model execution

2k

TF Bl

BAEER

=R RN e Y N SR

N = = e e e e e e e e
S 0V U N R W N~ O

21

import tensorflow as tf
N =num_samples
total op =[]
total grads =[]
for i =1 -> num_gpus do
X,y = get_input_data(N/num_gpus)
logits = build vggl6 model()
loss = loss_function(logits, y)
opt = SGD_optimizer(Ir)
grads = opt.compute gradients(loss)
total grads.append(grads)
grads, vars = split grads and vars(total grads)
avg grads =[]
for grad in grads do

avg_grads.append(aggregate grads(grad)/num_gpus)

total grads = merge grads and vars(avg grads, vars)
for i=1->num gpus do

total op.append(opt.apply gradients(total grads))
sess = tf.Session()
for i = 1 -> num_epochs do

return_val = sess.run(total op)

2k

TF 2K

PSS RE

o 0 N N B WD =

—_
—_ o

12
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mmport tensorflow as tf
mmport parallax
mmport parallax_config
N =num_samples
sess_config = tf.ConfigProto()
config = parallax_config.build config()
config.sess config = sess config
single gpu graph = tf.Graph()
with single gpu graph.as default():

X,y = get_input data(N/num_gpus)

logits = build vggl6 model()

loss = loss_function(logits, )

opt = SGD_ optimizer(Ir)

train_op = opt.minimize(loss)
# e.g. resource_info_file = IP_Address:0,1,2,3
parallax sess, , ,num replicas per worker =\

parallax.parallel run(single gpu graph, \
resource info file, config)

for 1= 1 -> num_epochs do

return_val = parallax_sess.run(train_op)

Parallax Z-Ki)||%x

/:) Hetu i &

21
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BT

- FRA%T,: TF.distribute.Strategy. PyTorch Distributed. Parallax, AutoDist
« fEIV: Mesh-TensorFlow, GShard, MindSpore. OneFlow, Whale

r oREETU

> tf.ParameterServerStrategy

» autodist.strategy.PSLoadBalancing

N

» torch.nn.parallel.DistributedDataParallel

y

. tmED :
» GShard: split/replicate/shard

» Mindspore: shard/pipeline_stage

> Whale: split/replica/stage
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Al Maodel LR/GBDT/LDA/--- Recommendation | | Graph Learning | | Vision/Language Pretraining | | Multi-Modal/Multi-Task AIGC
Interface Model Definition/Import/Export || Training/Fine-tuning/Inference | | Visualizer Distributed Strategy Auto Deployment

Tensor Operator || Dataflow Graph || Layer | | Optimizer || AutoGrad || Compiler || Data Loader Executor || Scheduler

Distributed Training Architecture Parameter Partitioning Strategy Iterative Synchronization Protocol
@ [VLDB 22], [51GIN0D 22] : ® [VLDB 23], [5IGMOD 23] : ® [51GMOD 21], [VLDB 23]
Runtime : :
Centralized P5 | | Hybrid Architecture |i| Inter-op Partition Intra-op Partition |i| BSP || ASP | | 55P || Backup Worker
Decentralized AR Data-aware Arch Random Partition Automatic Partition D-PSGD || AD-PSGD Partial Reduce
Operator Graph Compiler Memory Management Data layout System Integration
Optimization Optimization Optimization Optimization Optimization
Computation Kernels Communication Libraries
Intel MKL Nvidia cuDNN/cuBLAS /cuSparse TvVIn Hand-craft Zeroll@Q nceL RDIMA

@ He tu https://github.com/PKU-DAIR/Hetu
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Al Model LR/GBDT/LDA/--- Recommendation | | Graph Learning | | Vision/Language Pretraining | | Multi-Modal/Multi-Task AIGC

Interface Model Definition/Import/Export || Training/Fine-tuning/Inference | | Visualizer Distributed Strategy Auto Deployment

Tensor Operator || Dataflow Graph || Layer | | Optimizer || AutoGrad || Compiler || Data Loader Executor || Scheduler
Distributed Training Architecture Parameter Partitioning Strategy Iterative Synchronization Protocol
@ [VLDB 22], [51GMmOD 22] : ® [VLDB 23], [5IGINOD 23] : ® [51GMOD 21], [VLDB 23]
Runtime ] | : ] | IEI ] | ] [ ] |
Centralized| Worker
: =E—: BEFHREERAERMBY 2 HIUISEA
Decentraliz Reduce
Opera ACM SIGMOD ‘ y >
Uptimizl PODS 2022
VLD B Philadelphia, PA, USA VLD B
HET HET-GMP HET-KE CELU-VFL
. - S =1 O Z=] 3 \ Y
Library el T JEﬁHEmbeddlngTEﬂ | SHEFRE %Dl‘/l:\lla QAWH*;EB?—Q -
o U T T parTe Y ™ — T m

@ H et U https://github.com/PKU-DAIR/Hetu
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Sparse Part IS|xD Dense Part
Sparse 7%2
Featurd % [
Embedding Lookup |:|
Dense Feature | Prediction
\_ J

B HERIER NTREY:

ElfeER)Zs (GNN)

S — = .
REZIHEFEE (DLRM)

@ Hetu i &

-

SHE (B H2)

Facebook DLRMHEFIIAE W TR

10000 |

1000

100

—_
o

—_

o
Y

0.01

Facebook ZionEx \.
OpenAl GPT-
3 \ Google

Switch Transformer
Nvidia
Megatron-LM g

O Baidu AlBox
Bl N OpenAl GPT-2

\ Google BERT

Google NasNet

2018

2020 2021

RI1E) (5F1D)

2019
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Parallax, EuroSys19 HierPS, MLSys19 Kraken, SC20 ZionEX, ISCA22 | HET, VLDB22 | Persia, KDD22
SNU Baidu Kuaishou Facebook PKU & Tencent| ETH & Kuaishou

Parameter Server Architecture

Multi-GPU Architecture

AlBox, CIKM19 HugeCTR, IRS20 ScaleFreeCTR, SIGIR21 ~ HET-GMP, SIGMOD22
Baidu Nvidia Huawei PKU
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m{XtEZXS: TensorFlow, Parallax

_\_u
=X
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Partitioned variables

greedy = tf.contrib.training.GreedylLoadBalancingStrategy(..)
with tf.device(tf.train.replica_device_setter(
ps_tasks=3, ps_strategy=greedy)):

embedding = tf.get_variable(
"embedding", [1000000000, 20],
partitioner=tf.fixed_size_partitioner(3))

—_—

/job:ps/task:@ /job:ps/task:1

/job:ps/task:2
1‘||HHHHH|HHHII" 1‘IIHHHHHIEHIIII’ "IIHHHHHHHHHII"

PN ST L NpagirE Y

OIS T 70%RT 8 &R

TensorFIowEFlE’\JPartitioned Embedding Table

[ZRElm™ 2 EI’JJ_F'#E"ﬁ

S HIVES

L

Miao, Xupeng, et al. HET: Scaling out Huge Embedding Model Training via Cache-enabled Distributed Framework.
VLDB 2022 (Best Scalable Data Science Paper Award)
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100 L

B RIFERE
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ogbn-mag

| 107H -t
| 10°F
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1 10th

100 L

010° 10'10210310%10°10°
Embedding ID

BH3#EEEmMbeddingiaalo folEIT

0100 101102103104105106107
Embedding ID

Miao, Xupeng, et al. HET: Scaling out Huge Embedding Model Training via Cache-enabled Distributed Framework.

VLDB 2022 (Best Scalable Data Science Paper Award)
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HET Server
B R N\ =18 H] Global Embedding
B {5]: Het.Read(keys) \_,./r—
liiﬂyéﬁﬁﬁﬂﬁﬁﬁf’t)\ﬁﬁﬁﬁzﬁ Fetch Evict HET Client
- . L Hetwiite
BRIERFRAN SRS s LEBRA [ o | f
HEANETIRENRE = [ Grads J«
R EESHRARETEENER
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| Forward/Backward
Worker i
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( THEOREM 1 (GLOBAL CONVERGENCE RATE). Consider an arbitrary\
objective function f, under the per-key-clock-bounded consistency
model and Assumptions 1 and 2. Given the success parameter € > 0,
a constant learning rate value
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to reach some iterate x/ (t*) with 1 < t < T such that
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)

) iterations, for worker j, we are guaranteed
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“Larger Transformers, higher model performance!”
—— Scaling Laws for Large Models

Miao et al. Galvatron: Efficient Transformer Training over Multiple GPUs Using Automatic Parallelism. VLDB 2023
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The development of distributed DL systems are the foundations of large models!

Miao et al. Galvatron: Efficient Transformer Training over Multiple GPUs Using Automatic Parallelism. VLDB 2023
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Miao et al. Galvatron: Efficient Transformer Training over Multiple GPUs Using Automatic Parallelism.
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Miao et al. Galvatron: Efficient Transformer Training over Multiple GPUs Using Automatic Parallelism.
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m PyTorch[REXFF, —HESENARESMBE T

4 ) > 4
E‘g Galvatron User Script N 57"—-’|\$-
- with Runtime H ﬁ %J:F?j_-g&gﬂai%

import torch

Model Hardwa re + from hetu import galvatron . ﬁ?%g*rpg%*%ﬂ

—

+ opt parallel configs= galvatronget configs(args)

# Distributed Model Definition ﬁ;iz:l_-l E{ ﬂ-
model = myModel(model config . \_J' = E \iﬁ;

O J oy Ul WN

7 \ + model = galvatronconstruct parallelmodel(
H + model,
Strategy Generation L) contig - RS 31". o ll‘i_'I:L ;
L - Decision- tree Construction + training_args
+ opt parallel configs ?%%I_\Q sj_é.ﬁdii
( ) > T . o ] Z \ilE >3
. . 10 # Optimizer Definition
COSt Estlmat|0n 11 optim = Optimizer(model .parameters(), lr=1lr) . l_}_l\ f
_ ", . . 12 # Model Training * I\i ¢
L Profiling & Simulating ) 0 for o in range(epochs) : . .
14 for batch in dataloader S INAN=ENA -
G 15 model.zero grad() . 1‘t1} I *E Iﬁﬁi*ﬁ
16 outputs = model(batch[jtinputs;*])
. . . . 17 loss = loss fn(outputs, batchl| ifabeli%])
Parallelism Optimization |f‘> 18 loss backward()
. . 19 tim.st
- Dynamic Programming Search - optim.step()

Miao et al. Galvatron: Efficient Transformer Training over Multiple GPUs Using Automatic Parallelism.
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Miao et al. Galvatron: Efficient Transformer Training over Multiple GPUs Using Automatic Parallelism.
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Table 3: Comparison with 16 GPUs. Table 4: Comparison with 64 GPUs.
Memory | Strategy | BERT-Huge-32 BERT-Huge-48 ViT-Huge-32 ViT-Huge-48 Memory | Strategy | BERT-xHuge  ViT-xHuge
8G PyTorch DDP (DP) OOM OOM OOM OOM 16G___| PyTorch DDP (DP) OOM OOM
ny;’lﬂgitgs mgp) l;;gﬁe) m }&E#: BERT. T5. ViT. Swin Transformer ;-7643((2) 611-145({1922)
orc ipe ! M-aBEE o/ o ! :
FSDP/ZeRO-3 (SDP) 8.95 (16) L 1: th?@ﬁ%%}_ﬁ?uigﬁb?mﬁzoo %o ~ 338% OOM OOM
DeepSpeed 3D 15.24 (16) | @ HELFZREFHITRIRTBIMEREIRF28% ~ 55% 8.44 (16) 64.91 (96)
Galvatron (DP+TP) OOM OUM 54.23 (64) 24.50 (32) Galvatron (DP+ 1P 1.73 (4) 5.07 (2)
Galvatron (DP+PP 13.91 (16) 5.88 (8) 68.56 (128 35.02 (72 Galvatron (DP+PP) 9.74 (16) 64.83 (104
Galvatron (ours) 15.24 (16) 8.43 (16) 76.74 (128) 38.32 (88) Galvatron (ours) 13.77 (24) 68.35 (136)
16G PyTorch DDP (DP) 12.14 (16) OOM 88.06 (128) OOM 32G PyTorch DDP (DP) OOM OOM
Megatron (TP) 6.12 (16) 4.23 (16) 17.11 (64) 11.26 (48) Megatron (TP) 0.77 (7) 2.11 (28)
PyTorch GPipe (PP) 23.29 (40) 12.92 (24) 69.72 (320)  50.23 (208) PyTorch GPipe (PP) | 21.38 (48) 94.84 (288)
FSDP/ZeRO-3 (SDP) 30.37 (64) 11.74 (32) 123.95(320)  61.49 (224) FSDP/ZeRO-3 (SDP) OOM OOM
DeepSpeed 3D 23.92 (48) 13.03 (24) 91.56 (256)  53.81 (152) DeepSpeed 3D 21.28 (40) 91.19 (256)
Galvatron (DP+TP) 23.01 (32) 10.50 (16) 99.22 (160) 49.82 (96) Galvatron (DP+TP) 1.73 (4) 5.51 (68)
Galvatron (DP+PP) 23.73 (40) 13.12 (40) 115.88 (224) 61.38 (208) Galvatron (DP+PP) 23.64 (48) 110.98 (232)
Galvatron (ours) 32.67 (64) 14.74 (40) 131.15 (320) 72.74 (208 Galvatron (ours) 27.49 (64) 114.55 (328)

Miao et al. Galvatron: Efficient Transformer Training over Multiple GPUs Using Automatic Parallelism.
VLDB 2023 40
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Nie et al. FlexMoE: Scaling Large-scale Sparse Pre-trained Model Training via Dynamic Device Placement.
SIGMOD 2023 42



7 =l
EE58Y *gamsEr REEELREY SESRE [¢v) Hetu Al

FlexMoE: BFZiiSERHITHIKXIEMoEIRBI 1\l Z5

B ATFERAMEHENIEENSEN (EE) . MoEEENERFAIT)4mEIGT=Ea0EpA S R
B IERRETEHMMoEREIE XCRIRFEIL., (WFRHRS: DeepSpeed
m 530 1. 18NBalance Loss{{t kBRI IETRE; 2. REIBNERIEZUER LR
B BRSNS, RERIEHS, EREBEEE (AE)

1.0 ——IGPU Utilization -4+ Test Accuracy@Top-5
0%

e, 94

s0% E
40% |
30% 26.28%
=
=]
So02 20% 18.77%
go
[
m 10%%
0.0
0 10 20 30 40 50 60 ) UN
% 0 0001 fin )

Training time

. g/ \\\_-I. = , [E Stz b B | ah 17 £ | . I_ Cocfficient of ;ﬁiﬂl](‘c L(:-s:kllt
WﬁLgfwgggﬁgg§§ggwm xaw&&gﬁ?fgﬁﬁgm
- GPUFI| =
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Nie et al. FlexMoE: Scaling Large-scale Sparse Pre-trained Model Training via Dynamic Device Placement.
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BERT-MoE-S BERT-MoE-L GPT-MoE-S GPT-MoE-L Swin-MoE-S  Swin-MoE-L
acc@1 T 77.316 77.022
DeepSpeed | PPL | 3.53 3.31 12.2 10.71 acc@5 1 93.838 93.642
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FLexMoE | PPL .14 . 11.72 10.4
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Nie et al. FlexMoE: Scaling Large-scale Sparse Pre-trained Model Training via Dynamic Device Placement.
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[1] Kaplan J, McCandlish S, Henighan T, et al. Scaling laws for neural language models[J]. arXiv 2022. https://arxiv.org/pdf/2001.08361.pdf
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Nie et al. Angel-PTM: A Scalable and Economical Large-scale Pre-training System in Tencent..
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Nie et al. Angel-PTM: A Scalable and Economical Large-scale Pre-training System in Tencent..
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