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ABSTRACT

Offline multi-agent reinforcement learning (MARL) is hampered
by agent-quality imbalance in datasets, where the entanglement of
expert and suboptimal behaviors from heterogeneous behavior poli-
cies inhibits effective policy learning. Conventional offline MARL
methods overfit to these suboptimal behaviors, leading to signifi-
cant performance degradation. A promising solution is data aug-
mentation using generative models like diffusion model, which can
generate balanced, high-quality trajectories to enrich the dataset.
However, existing methods usually adopt a standard diffusion pro-
cess, conditioning generation solely on team-level signals such
as global return. This coarse guidance lacks active, fine-grained,
agent-level control, limiting the diffusion model’s ability to pro-
duce high-quality cooperative behaviors that generalize beyond
the dataset. To address this, we propose Compositional Diffusion
for Imbalanced Datasets (CODI), a novel framework that leverages
large language models (LLMs) and diffusion models to generate bal-
anced, high-quality trajectories. CODI first distills an agent quality
labeler from an LLM to annotate the dataset. It then employs a con-
ditional diffusion model that generates trajectory segments based
on not only return-to-go but also fine-grained agent quality labels.
Crucially, to effective compose scattered high-quality behaviors and
enable generalization, CODI decomposes the target team quality
into in-distribution agent-level labels for compositional diffusion
generation. These generated segments are subsequently stitched
into complete trajectories, augmenting the dataset. Extensive eval-
uation on challenging imbalanced datasets, where only a single
agent is an expert, shows that CODI successfully mitigates data
imbalance and facilitates the learning of strong cooperative policies,
recovering 63% of the performance achieved with a balanced expert
dataset and substantially outperforming baseline methods.
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1 INTRODUCTION

Recently, cooperative multi-agent reinforcement learning (MARL)
has emerged as a powerful paradigm for solving complex tasks
involving multiple interacting agents [24], with applications span-
ning autonomous driving [42], large language models (LLMs) [7],
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and embodied intelligence [5]. While online MARL algorithms have
shown impressive results in simulated environments [20, 28, 34, 38],
their reliance on extensive environment interaction poses signif-
icant challenges in real-world deployment where trial-and-error
learning is prohibitively expensive, risky, or ethically constrained.
Offline MARL [6] addresses this limitation by learning policies di-
rectly from static datasets, eliminating the need for environment
interaction during training. This paradigm has gained considerable
attention recently, with promising methods like OMAR [25] and
OMIGA [36], and applications such as domain calibration [13].
However, the performance of offline MARL is inherently bounded
by the quality of the learned datasets. While these methods achieve
strong performance when trained on all-expert data, their perfor-
mance degrades significantly when applied to suboptimal datasets,
particularly those exhibiting quality imbalance across agents [39].
In real-world multi-agent scenarios, coordination data is often col-
lected by agents with heterogeneous capabilities, such as a football
game with human players of varying levels. This results in trajecto-
ries where expert-level behaviors from some agents are entangled
with the suboptimal actions of others. Such agent-quality imbal-
ance poses a fundamental challenge for offline MARL, as algorithms
may fail to leverage the scattered high-quality individual behaviors
and instead overfit to the weak coordination, eventually learning
suboptimal cooperative policies. One promising solution is data aug-
mentation, generating high-quality and balanced coordination data
to enrich the datasets before learning. Single-agent-based meth-
ods, BATS [1] and MBTS [9], stitch existing trajectories but cannot
synthesize novel coordination. Utilizing generative models like dif-
fusion models [37], MADIff [46] and MADITS [39] set high target
returns as the only instruction to steer the generation of better
coordination. Nonetheless, this coarse guidance lacks active, fine-
grained, agent-level control, limiting the diffusion model’s ability
to learn about the inherent coordination patterns and produce high-
quality cooperative behaviors that generalize beyond the dataset.
To address this challenge, we propose Compositional Diffusion
for Imbalanced Datasets (CODI), a novel framework that leverages
LLMs and diffusion models to generate high-quality, balanced tra-
jectories. CODI first distills an LLM’s coordination knowledge into
an agent quality labeler, which efficiently annotates the dataset
with fine-grained quality signals. A conditional diffusion model is
then trained to generate trajectory segments based on both return-
to-go (RTG) and these quality labels, ensuring the output is not only
high-return but also balanced across agents. However, a critical
out-of-distribution (OOD) issue arises: since the original dataset is
dominated by severely imbalanced trajectories, conditioning the
model on the desired "all-expert" quality label presents a situation
rarely seen during training. This challenge of generating samples
under OOD conditions is a fundamental problem for conditional
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Figure 1: A comparison of vanilla and compositional dif-
fusion models. Compositional diffusion produces higher-
quality samples, a capability we leverage for offline MARL.

diffusion models, commonly observed in domains like image gen-
eration [19], robotics [35, 45], and multi-agent world models [41].
To address this, compositional diffusion techniques have been de-
veloped, which excel at generating novel, high-quality outputs
by combining in-distribution concepts (Figure 1). Inspired by this,
CODI novelly decomposes the OOD target of team quality into a
set of in-distribution, agent-level quality labels. This decomposition
enables effective compositional generation, composing scattered
high-quality behaviors of individual agents from the dataset to form
novel and balanced cooperation that generalize beyond the original
data. The generated high-quality segments are then stitched into
complete, high-quality cooperative trajectories for policy learning.

We conduct experiments on challenging imbalanced datasets
where only a single agent is an expert across four MARL tasks,
including Cooperative Navigation (CN) and World from the Multi-
Agent Particle Environment (MPE) [20], and two combat scenarios
in StarCraft Multi-Agent Challenge (SMAC) [29] and the more chal-
lenging SMACv2 [4]. CODI successfully generates trajectories with
high fidelity, quality, and agent imbalance, enabling the learning
of strong cooperative policies. Our method recovers an average of
63% of the performance gap between the imbalanced dataset and
the balanced expert policy, substantially outperforming baseline
methods. These results highlight the capability of CODI to boost
offline MARL under imbalanced datasets.

2 BACKGROUND
2.1 Offline MARL

Fully cooperative multi-agent decision-making problems can be
formalized by a Dec-POMDP [23], defined as

M =(N,8,AP,Q0,R py).

In this formulation, N = {1, - - , n} denotes the agent set contain-
ing n agents, S is the global state space, A = A X- - -x A" indicates
the joint action space, where A’ is the action space available to
agent i. P is the state transition dynamics, Q is the observation
space, O : 8§ X A — Q is the observation function, R is the reward

function, p is the initial state distribution, and y is the discount
factor for future rewards. At each time step t, every agent i receives
a local observation ol € Q and selects an action ai € A, form-
ing the joint action a;. The environment then transitions from s,
to the next state s;.1 according to transition function P(s;41s:, @),
while providing a collective reward r; = R(s;, @, s:+1). The opti-
mization target for agent policies & = (m, - - , 7,) is formulated
as max J(71) = By a, (.ol 5p1~P(lseaar) [252 v're]. In the
offline MARL scenario, agents are restricted from environment in-
teraction and must instead learn from a fixed dataset D = {r} with
trajectories 7 = (09, ay, 1o, . . ., 0T, ar, rr) collected by unknown
behavioral policies 7g. In this work, we focus on learning from
severely imbalanced datasets collected by 75 comprising a single
expert agent alongside multiple sub-optimal (e.g., random) agents.

2.2 Denoising Diffusion Probabilistic Models

Given offline learning tasks like offline MARL, Denoising Diffu-
sion Probabilistic Models (DDPMs) [10, 31, 32] serve as a class of
generative models that can learn the underlying data distribution
p(x) by reversing a predefined forward noising process. The core
idea is to first gradually corrupt a data sample with noise until it
becomes indistinguishable from pure Gaussian noise, and then to
train a neural network to learn the reverse process, thereby allow-
ing the generation of new samples from noise. The forward process
adds Gaussian noise to a data sample x, producing noisy latents
Xj,...,Xg. The reverse process aims to recover the data structure
from noise. It starts by sampling xx ~ N(0,I) and iteratively de-
noises it to produce a sequence Xgx_1, . . ., Xo. Since the true reverse
distribution q(xx_1|Xx) is intractable, a neural network parameter-
ized by 6 is trained to approximate it. In the DDPM formulation,
this network eg(x, k) is tasked with predicting the noise compo-
nent e that was added to x, to obtain x,. The training objective is a
simplified mean-squared error loss:

L(6) = Erxpe [lle — oG O] 1)

where k is uniformly sampled from {1,...,K}, x¢ is a training
sample, and € ~ N'(0,I). Once the model is trained, new samples
are generated through an iterative sampling procedure from k = K
down to k = 1. A common sampling step, derived from the reverse
process, computes X;_; by subtracting the predicted noise and then

injecting new stochastic noise with a variance O'i:

Xp_1 = Xk — €9(xx, k) + N(0, 0'131). (2)

For conditional generation of the form p(x|y), where y is an aux-
iliary input such as a class label or a text prompt, the model is
adapted to become €y (%, k|y). An effective technique for achieving
high-quality conditional generation is classifier-free guidance [32].
During sampling, the noise prediction is adjusted as follows:

€ = eg(xx, k) + w (€9 (xx, kly) — €o(xx, k), (3)

where w is the guidance scale. This guided estimate é effectively
pushes the sampling process towards regions of the data space
where the condition y is satisfied. The guided estimate € is then
used in place of €g(xk, k) in the sampling update (Eq. (2)).

Owing to their functional similarity to energy-based models
(EBMs) [3], diffusion models offer a framework for compositional
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Figure 2: The overall workflow of CODI. (a) Agent quality labeling via LLM distillation. An LLM is distilled into a label model
to annotate agent quality for diffusion training. (b) Compositional diffusion. A compositional diffusion model is conditioned
on quality labels to generate balanced, high-quality trajectory segments. (c) Trajectory generation. The generated segments are

stitched into complete cooperative trajectories.

generation. This allows for the generation of samples that simul-
taneously satisfy multiple concepts or conditions y(!), - y(®,
i.e, modeling p(x|y", -, y™). A straightforward yet powerful
compositional rule is to form a linear combination of the guidance
signals from each individual condition:

b = €0l + 3 i [e0 (10Kl )~ x| (0

i=1

This compositional approach, where each condition y'¥) is associ-
ated with its own guidance weight w;, has been empirically shown
in recent research [19] to significantly outperform the naive base-
line of simply concatenating all conditions into a single input
y = (yW,---,y"™). It provides finer control over the influence of
each concept during the generation process.

3 METHODS

This section introduces CODI (Figure 2), a novel data augmentation
framework that generates high-quality, balanced cooperative tra-
jectories from imbalanced offline datasets. The framework operates
through three stages: First, it trains an agent quality labeler via LLM
knowledge distillation, producing fine-grained quality annotations
across the dataset (Section 3.1). These quality labels then serve as
conditions for training a compositional diffusion model, enabling it

to better capture coordination patterns and generate trajectory seg-
ments with high and balanced agent qualities (Section 3.2). Finally,
generated segments are stitched into complete trajectories for data
augmentation (Section 3.3).

3.1 Agent Quality Labeling via LLM Distillation

To effectively learn from datasets with imbalanced agent qualities,
CODI first establishes a robust quality assessment mechanism that
accurately evaluates agent performance within trajectories.
Specifically, the framework begins by leveraging a LLM! as an
expert annotator to identify high-performing agents within tra-
jectory segments. Consider an offline dataset D = {r; };": | with
m trajectory segments, where each segment 7; = (0s, a;, 14, ...,
0:+H-1, Ar+H—1, 't+H-1) consists of H consecutive steps of joint ob-
servations, joint actions, and rewards. For each segment 7;, CODI
converts it into a natural language description r;e“ via a simple
handcrafted function (e.g., “the position of agent 1 is {the first two
dimensions of 0}}”). This textual feature is then incorporated into a
structured prompt [desc, r]?e“, inst], where desc provides basic
information of environment, agents, and task, and inst is a concise
instruction such as “select the best agent”. Utilizing its rich knowl-
edge and reasoning ability, the LLM processes this prompt to output

1We use the gpt-40-mini model in our work



detailed quality assessments for all agents, more interpretable than
prior black-box methods. Finally, it annotates index y; € {1,--- ,n}
indicating the best-performing agent in the segment.

However, given the substantial volume of trajectory segments in
practical applications, directly employing the LLM for comprehen-
sive annotation would be prohibitively expensive. To address this
challenge, CODI employs a knowledge distillation strategy: first, a
randomly selected subset of trajectory segments (less than 10% of
the dataset in our experiments) is annotated using the LLM as an
expert oracle. These high-quality annotations Diaper = {(7),y;)}
then serve as training data for a compact quality labeling model
flabel that learns to replicate the LLM’s assessment capabilities.

Training fanel constitutes a supervised classification task. The
network architecture employs a Gated Recurrent Unit (GRU) [2]
to capture temporal dependencies within trajectory segments, fol-
lowed by a multi-layer perceptron (MLP) that produces final classi-
fication logits: z; = (z}, e ,z;?) = fiabel(7;), where zj. € [0, 1] rep-
resents the predicted probability that agent i is the best-performing
agent in trajectory segment 7;, and )1, zj. = 1. The model is opti-
mized using the standard cross-entropy loss:

Liabel = Erjnpppg
i=1

_Z]I{yj :i}logzj}, (5)

where [ is the indicator function. It is worth noting that the formula-
tion of z; and the loss function can be flexibly adapted to accommo-
date different data characteristics, such as multiple high-performing
agents. In this work, we adopt the standard classification setup with
a single best agent for simplicity. Once trained, this distilled model
efficiently annotates the entire dataset, providing reliable quality
labels for subsequent training stages while dramatically reducing
computational costs. More details about agent quality labeling are
provided in Appendix A.1 and Appendix E.

3.2 Compositional Diffusion for Offline MARL

To actively guide the generation of cooperative trajectories towards
both high returns and balanced performance, we train a diffusion
model conditioned on not only return-to-go (RTG) values, but also
agent quality labels obtained through LLM distillation.

Formally, consider trajectory segments 7 = (0,a,7).t+H-1, We
define diffusion samples as observation sequences X = 0¢.¢4+H—1, and
conditional generation as pg (x|R, z), where R = ZtT/:t ry is the RTG
value from the segment’s starting point to trajectory termination,
and z = fiapel (7) is the predicted quality label vector. The training
objective for our conditional diffusion model adapts the standard
DDPM loss from Eq. (1):

Lar(0) = Brxe [lle — eo(xi, kIR 2)II] . (6)

During training, we apply dropout regularization to the label dimen-
sions to enhance model robustness. Specifically, for each training
sample, we randomly mask out individual dimensions of the la-
bel vector z with probability parop = 0.25, forcing the model to
learn robust conditional generation that can handle incomplete or
partial label information, which is important for the subsequent
compositional generation phase.

After training, the intended generation step is to sample from
pg(xIRgen, Zgen), Where }?gen is a high RTG value, and zgen = 1, =

[1,---,1] is the target condition for balanced, high-quality per-
formance across all n agents. However, a direct application fails
because the condition zg, is severely out-of-distribution (OOD).
The original imbalanced dataset could be dominated by trajecto-
ries where only a small subset of agents are experts (e.g., z =
[1,0,--,0]), making the “all-expert” condition 1,, virtually unseen
during training. To mitigate this problem, we innovatively leverage
the compositional diffusion technique [19] by decomposing the
joint condition into a set of simpler, in-distribution conditions:

Po (X|Rgen: den) =Po (xlégena Zgn)v s delr)n > ()
where zé?n is a vector with z = 1 and all other dimensions z/*!
masked, representing the concept "agent i performs well", a con-
dition that is abundantly present in the imbalanced dataset (e.g.,
segments where at least one agent is good). Also, label dropout
during training makes the model familiar with partial label informa-
tion. This approach allows us to compose the scattered, high-quality
behaviors of individual agents from the dataset, yielding novel team-
level cooperative behaviors. During generation, we compose these
agent-level individual concepts following Eq. (4):

n
Eomt = o (xk, k) + " wi €0 (ks klRgens 2400 ) = €0 (x| (®)
i=1

maximizing the probability of x;_; satisfying all concepts from the
perspective of energy-based models (EBMs) [3]. In this work, we
set equal weights w; for balanced composition, while the frame-
work allows adaptive adjustment to emphasize specific agents when
needed. This approach effectively steers the generation towards
the target concept zgen = 1, (“All agents perform well”) by lever-
aging only in-distribution, single-agent-expert conditions during
the denoising process. The final generated segments with high re-
turn and balanced quality, are subsequently stitched into complete
trajectories to augment the offline dataset for policy learning.

3.3 Pipeline for Trajectory Generation

Finally, CODI employs the trained compositional diffusion model to
generate complete trajectories, following a stitching pipeline anal-
ogous to [39]. During training, we optimize the diffusion model,
along with three auxiliary models fiy, ffwd, frwd that learn the in-
verse dynamics, transitions, and rewards:

Ltotal = 'Edlff(e) + ED [”at - ﬁnv(ot: 0[+1)”2
+ 011 —ﬁwd(ot,at)llz +Ire = frwa (04, @, 0:41)|1°].

To generate a trajectory, we first sample an initial joint observation
0o from D, then initialize a noisy sequence xg = [0¢, X1, - - , Xg-1]
where future steps are Gaussian noise. This sequence is denoised
over K steps following Eq. (2):

~CODI 2
Xk-1 = Xk — €comp + N (0, 0;1),

©)

fork=K,---,1, (10)

where ég)?nrf} is the compositional denoising output defined in Eq. (8).

The initial observation oy remains fixed as conditioning, yielding
Xo = [00, 01, -+, 05_1]. Each generated segment is validated for dy-
namic consistency: for every consecutive pair (0;, 0;+1), we check
if |0441 — fiwd (04, finv (04, 0441))| < 8. If valid, actions and rewards
are imputed as @; = finy(0s, 0441) and 7y = frwd (04, @, 0441), and
the RTG R is updated. The last observation 0y_; then initializes
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the next segment. If the consistency check fails, we employ an iter-
ative resampling strategy: the noise input to the diffusion model is
resampled to regenerate the inconsistent segment. This resampling
process repeats until either a dynamically consistent segment is
obtained or a maximum resampling threshold is reached. Upon
exceeding the threshold, the current trajectory segment is aban-
doned, and we reinitialize the process by sampling a new initial
observation oy from the dataset to start a fresh generation attempt.
This generation—stitching process repeats until trajectories reach a
target length, and can be parallelized for efficiency. The generated
trajectories are added to D, enriching data quality and coordina-
tion balance to boost downstream offline MARL. Pseudocode and
hyperparameters of the pipeline are provided in Appendix A.2.

4 EXPERIMENTS

We conduct extensive experiments to evaluate the effectiveness
of CODI, addressing the following key questions: (1) Can CODI
significantly improve the performance of offline MARL algorithms
when learning from severely imbalanced datasets (Section 4.2) ?
(2) How does CODI operate in detail, and to what extent does
compositional diffusion contribute (Section 4.3) ? (3) How does
CODI scale as the number of agents increases (Section 4.4) ?

4.1 Experimental Setup

Cooperative Multi-Agent Environments. We conduct experiments
on four classic cooperative multi-agent tasks (Figure 3). The first
two are from the Multi-Agent Particle Environment (MPE) [20]: Co-
operative Navigation (CN), where three agents cover landmarks
while avoiding collisions, and World, a complex predator-prey sce-
nario requiring high-level coordination among three agents. The
other two are combat scenarios from StarCraft: 3m from the orig-
inal StarCraft Multi-Agent Challenge (SMAC) [29], where three
allied marines battle three enemy marines, and Zerg_3v4 from the
more challenging SMACv2 [4], which presents a more challenging
asymmetric 3v4 battle with randomized start positions, demanding
robust strategies. Further details are in Appendix D.

Imbalanced Datasets Collection. To investigate the impact of se-
vere agent-quality imbalance, we construct datasets where only
one agent in each trajectory exhibits expert-level performance. For

each environment, we begin by training a proficient, balanced joint
behavior policy using QMIX [28]. To create the imbalanced datasets,
we then collect 20k trajectories per environment under the follow-
ing protocol: in each episode, exactly one randomly selected agent
executes the expert policy, while all other agents are constrained
to take random actions. This setup effectively simulates realistic
scenarios of sub-optimal coordination commonly encountered dur-
ing open-environment data collection. To assess the effectiveness
of data augmentation methods, we combine the original 20k imbal-
anced trajectories with an additional 20k trajectories generated by
each augmentation method, forming datasets of 40k trajectories,
which are then used to train agnostic offline MARL algorithms
under identical conditions.

Data Augmentation Baselines and Offline MARL Methods. We
compare CODI against several strong data augmentation baselines.
The first is the Original dataset, which uses no augmentation and
serves as a reference. To enhance the dataset with higher-return
trajectories, single-agent-based method MBTS [9] stitches existing
trajectory segments using predicted joint actions. Going beyond
action generation, MADIff [46] employs a diffusion model condi-
tioned on high returns to synthesize joint observation sequences.
For more balanced trajectory generation, MADITS [39] iteratively
uses integrated gradients [33] to identify underperforming agents
and then re-denoising their sub-trajectories. To actively improve
balance, CODI /o com. is a variant of CODI that conditions the
diffusion model on agent-quality labels but disables compositional
diffusion, testing the necessity of this mechanism. CODI y, py;, re-
places the predicted labels with privileged information, ground-
truth one-hot labels indicating the expert agent, isolating the effect
of LLM-distillation. More details are provided in Appendix B.

To evaluate the effect of each augmented dataset, we employ
four representative offline MARL algorithms. Behavior Cloning
(BC) [26] provides a direct measure of data quality by imitating the
entire dataset. To mitigate the impact of low-quality data, we then
use 50%BC [44], which enhances BC by selectively cloning only the
top 50% of trajectories by return. For more advanced evaluation, we
use OMAR [25], which addresses non-concavity in the value func-
tion by hybridizing first-order policy gradients with zeroth-order
optimization. Finally, we include OMIGA [36], which combines



Table 1: Data augmentation results (mean + std) on four offline MARL methods across four tasks. Returns are normalized as

R-Ry,
Rpi —Rio

, where Ry, is the average return of the learned imbalanced dataset, and Ry,; is the return of the balanced expert behavior

policy. The best result in each column, excluding the privileged method CODI , p,i, (denoted in gray), is highlighted in bold.

Envs | Algs | Original  MBTS MADiff  MADIiTS  CODI /o com. CODIy pri. CODI

BC 0.21+0.06 -1.3440.05 0.33+0.02 0.33+0.02 0.3620.04 0.59+0.09 0.58.0.09

CN 50%BC -0.0210.03 -0.0240.03 -0.2550.06 -0.36+0.13 0.1140.14 0.5620.07 0.43:0.05

OMAR -4.06.1.20 -0.271+0.48 0.2620.36 -0.10+0.95 0.3540.43 0.7620.36 0.50+0.83

OMIGA 0.6620.19 0.84.0.07 0.93.0.07 0.929.01 0.94.0.04 1.0140.06 0.96.+0.04

BC 0.4340.15 -0.49:0.09  -0.1840.24 -0.25+0.05 0.3149.18 0.51+0.11 0.6140.16

World 50%BC 0.06.0.26 -0.49:0.19  -0.50+0.10 -0.5210.03 0.00+0.11 0.27+0.10 0.38+0.21
OMAR -0.88.0.71 -1.5540.11 -1.02:0.47 -0.92.40.49 -0.9310.37 -0.43.40.38 —0.40+0.64

OMIGA 0.6620.10 -3.360.81 -3.60+0.17 -3.4640.27 -2.4241.10 -2.07+1.73 0.93:10.14

BC 0.5240.25 0.220.00 0.4540.11 0.57+0.22 0.6149.28 0.78.+0.08 0.75+0.03

3m 50%BC 0.28.0.02 0.280.02 0.48.0.02 0.36.10.14 0.37+0.07 0.49+0.12 0.58.+0.09

OMAR 0.2440.05 0.08.0.10 0.4540.15 0.664+0.23 0.63:0.29 0.954+0.04 0.7210.09

OMIGA 0.3620.04 0.3440.03 0.28.0.09 0.37+0.03 0.2620.05 0.44.0.07 0.4020.10

BC 0.740.00 0.69-0.68 0.96-0.31 0.87+0.19 1.0140.35 0.9540.19 1.0710.12

Zere 3vd 50%BC 1.1149.90 0.93.0.06 0.87+0.35 0.96.40.10 1.1049.10 1.2340.16 1.2540.07

B OMAR 0.620.08 0.3240.07 0.630.06 0.59-0.06 0.55+0.10 0.68.0.28 0.6520.10

OMIGA 0.3940.12 0.4249.17 0.630.05 0.59+0.24 0.562+0.14 0.46-0.15 0.62-0.40

Average ‘ 0.08 -0.21 0.05 0.04 0.24 0.45 0.63

multi-agent value decomposition with implicit local regularization
for stable off-policy learning. All methods are evaluated over three
random seeds. More details are provided in Appendix C.

4.2 Competitive Results

In this section, we present the comprehensive overall data augmen-
tation results of COD], its ablations, and the baseline methods, on
four offline MARL methods across four distinct tasks. To ensure
clarity given varying return scales across different tasks, we report
normalized returns calculated as Rif}lz‘;g , where Ry, is the average
return of the learned imbalanced dataset, and Ry; is the return of
the balanced expert behavior policy. A higher normalized return
indicates performance closer to the expert policy. These normalized
metrics allow for a more equitable comparison across different envi-
ronments and dataset configurations. As shown in Table 1, learning
from the Original dataset yields an average return similar to the
dataset quality itself (improving by only 0.08), demonstrating the
clear necessity of data augmentation for performance gains under
imbalanced settings. MBTS performs even worse than the original
dataset, indicating that in the presence of severely imbalanced data,
merely stitching existing trajectory segments via predicted joint
actions without actively generating new high-quality segments is
fundamentally insufficient. In contrast, MADIff employs diffusion
to generate entirely new joint observation sequences, and MADIiTS
further incorporates a re-denoising process targeting underper-
forming agents. While these methods achieve improvements with
certain offline algorithms on specific tasks (e.g., BC and OMIGA
on CN), their average performance remains largely stagnant, sug-
gesting that the standard diffusion architecture requires substantial
modification to address severe imbalance effectively.

The variant CODI /o com., Which conditions the diffusion model
on agent-quality labels but disables compositional diffusion, achieves
a noticeable performance uplift. This confirms that injecting co-
ordination information via conditioning is beneficial. To mitigate
the OOD issue, the full CODI method integrates compositional dif-
fusion, substantially enhancing the model’s capability to generate
balanced, high-quality data under severe imbalance. Overall, CODI
recovers 63% of the performance achieved by the balanced expert
policy. Notably, on the challenging Zerg_3v4 task, CODI even sur-
passes the expert policy’s performance when evaluated with BC
and 50%BC, underscoring its effectiveness. Furthermore, CODI out-
performs CODI , pyi , which utilizes privileged ground-truth labels.
This result indicates that the LLM-distilled agent-quality labels are
more flexible and robust than raw one-hot annotations, by cap-
turing richer, more nuanced quality assessments. More results are
provided in Appendix F.

4.3 Case Study

To provide deeper insight into the functionality of CODI, we present
a detailed case study analyzing the learning and the trajectory gen-
eration process in the CN task. This analysis aims to elucidate how
our method transforms suboptimal, imbalanced demonstrations
into high-quality cooperative trajectories through its combination
of LLM reasoning and trajectory generation capabilities.

First, we visualize and compare the original imbalanced trajecto-
ries with those generated by our method. As shown in Figure 4(a),
a real imbalanced trajectory (top) exhibits a typical failure mode
commonly encountered in offline multi-agent datasets: only the
blue agent (Agent 2) demonstrates purposeful navigation towards
the landmark with a clear strategy, while the other two agents
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Figure 4: A case study on the CN task. (a) Trajectory visualization: a real imbalanced trajectory (top) with only one agent
approaching the landmarks versus a balanced CODI-generated trajectory (bottom) where all agents navigate to the landmarks.
(b) Trajectory embeddings: CODI brings the mean embedding (red star) closer to the balanced real dataset (green square), and
yields more better trajectories (red circle). (c) Score improvement: CODI yields the highest improvement across methods.

exhibit sub-optimal, uncoordinated movements characterized by
oscillatory behavior and inefficient path planning. This lack of co-
operation and the presence of significant performance disparity
among agents pose a fundamental challenge for offline MARL algo-
rithms, as they may learn to emulate these suboptimal behaviors
rather than discovering truly coordinated strategies. To address
this challenge, CODI first employs a LLM reasoning process. Given
a segment of this imbalanced trajectory, the LLM module processes
the structured prompt, and outputs detailed analysis:

Prompt: You are an expert cooperative-navigation coach.
This is a joint trajectory segment with T=8 timesteps and
N=3 agents. - - - Agent 2 Timeline: t=0: action=no-op; nearest
landmark id=1; distance to nearest landmark=0.407; - - - t=7:
action=move up; nearest landmark id=1; distance to nearest
landmark=0.615;

FINAL INSTRUCTION: - - - Output the index of the most
expert-like agent in format - - -

Output: - - - Agent 0 and Agent 1 both allowed their distances
to increase overall, with Agent 0 showing poor performance
by increasing its distance consistently - -- Agent 2 demon-
strates the most expert-like behavior by achieving the great-
est overall decrease in distance to its nearest landmark in the
early timesteps. It successfully moves significantly closer at
first (from 0.407 to 0.200), showing a purposeful strategy - - -

And it correctly annotating the blue agent as the best one for subse-
quent distillation. Compared with the real trajectory, the trajectory
generated by CODI (bottom) showcases efficient, coordinated navi-
gation among all three agents, providing an intuitive demonstration
of its capability. To verify the fidelity of the generated trajectory,
we render it from the observations of each agent, confirming strong
consistency despite minor perceptual differences.

Moving beyond individual examples, we perform a quantitative
distributional analysis. We derive embeddings for the observation-
action sequences of all real and generated trajectories using con-
trastive learning [11], as shown in Figure 4(b). The feature extractor
is trained on datasets collected by 1, 2, and 3 expert agents, with
their embeddings forming corresponding reference clusters. For vi-
sual clarity, each cluster displays 100 randomly sampled trajectories.
While baseline data augmentation methods produce embeddings
clustered near the region of severe imbalance (purple square), CODI
successfully shifts the distribution towards the balanced, expert
domain. The closer proximity of CODI’s mean embedding (red star)
to better datasets (blue and green squares) indicates a systematic
improvement in trajectory quality. More importantly, the dense
clustering of CODI’s samples within the expert region (red circle)
demonstrates its ability to frequently generate high-quality tra-
jectories, directly addressing the core limitation of sparse positive
examples in imbalanced datasets. This distributional shift is crucial
for effective policy learning, as it expands the coverage of from
low-quality to high-quality data.

Beyond trajectory-level features, we directly measure the coop-
erative improvement brought by the augmented data. We define a
CN score as the negative distance between agents and landmarks
at a given step. Figure 4(c) shows the average initial (blue bars)
and final (green bars) scores for different datasets, as well as the
improvement (red bars). CODI achieves the most significant score
improvement, second only to the balanced expert dataset. Notably,
the initial scores of CODI-generated trajectories are lower than
those of the baselines, yet they achieve the highest final scores.
This provides a key insight into CODI’s superiority: even when
sampling from challenging initial states, our method, empowered
by its label conditioning and compositional diffusion, can generate
trajectories with valid performance gains. In contrast, baselines lack
this strong generalization capability, generating segments often
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Figure 5: Offline MARL performance improvement achieved
by data augmentation methods under varying numbers of
agents in the CN environment.

fail to pass dynamics validation and are discarded, resulting in a
final dataset with limited coverage in high-improvement regions.
This case study highlights the effectiveness of CODI in generating
high-quality, cooperative trajectories, which ultimately boosts the
performance of agnostic offline MARL algorithms.

4.4 The Impact of Agent Numbers

A key factor of our study is understanding how the number of
agents affects performance. To this end, we extend our experiments
to CN environments with 3, 4, and 5 agents. In each configuration,
we maintain the same severe imbalance protocol where exactly one
randomly selected agent executes the expert policy while all others
take random actions. As shown in Figure 5, the performance of
baseline methods reveals significant scalability limitations. Both the
Original dataset and MA-MBTS yield negative scaled returns across
all team sizes. While MADIff and MADITS achieve positive scaled
returns in the 3-agent setting, their performance degrades substan-
tially, becoming negative as the number of agents increases to 4
and 5. This trend underscores the poor scalability of standard diffu-
sion architectures in this context. As the number of agents grows,
the coordination space expands exponentially, and these methods
struggle to generate effective, balanced joint trajectories without
specialized mechanisms to address severe imbalance. In contrast,
our proposed CODI demonstrates consistent and robust scalability.
Although the performance improvement modestly decreases as
the team size increases from 3 to 5 agents, CODI remains the only
method to consistently achieve positive scaled returns across all
configurations. This result highlights the importance of leveraging
LLM-distilled agent-quality labels and the compositional diffusion
process, to effectively preserve the ability to generate high-quality
data even as coordination complexity grows substantially.

5 RELATED WORK

5.1 Offline MARL

Offline MARL [6, 40] learns cooperative policies from static datasets.
A common approach uses policy constraints to address distribution
shift. For example, MABCQ [12] applies value deviation and trans-
fer normalization in a decentralized framework. CFCQL [30] uses
per-agent conservative regularization, while OMAR [25] combines

policy gradients with zeroth-order optimization to escape local
optima. OMIGA [36] transforms global value regularization into
implicit local constraints. We evaluate OMAR and OMIGA as ad-
vanced baselines. Currently, diffusion models have been explored to
improve sample efficiency and model complex dynamics [43]. A key
limitation of existing methods is their sensitivity to dataset quality,
particularly under agent trajectory imbalances, highlighting the
need for robust data augmentation.

5.2 Data Augmentation for Offline RL

Data augmentation addresses limited dataset quality in Offline RL.
Some methods perform trajectory stitching to create near-optimal
trajectories from sub-optimal ones. MBTS [9] uses a learned model
and value function, while BATS [1] plans with an environment
model. DiffStitch [15] employs diffusion models to bridge trajec-
tory segments. Multi-agent extensions like MADIff [46] and MA-
DiTS [39] generate trajectories conditioned on high returns but
often fail to synthesize coordinated behaviors under data imbalance,
underscoring the need for specialized multi-agent augmentation.

5.3 LLM:s for Agent Quality Labeling in MARL

To provide data augmentation methods with additional agent qual-
ity information, a promising approach is to utilize LLMs [8, 21]. Re-
cent works have explored leveraging the rich semantic and decision-
making knowledge of LLMs to address credit assignment in RL.
LaRe [27] generates symbolic latent rewards, LCA [17] produces
agent-specific rewards, and LLM-MCA [22] decomposes global
rewards numerically. DPM [14] uses LLM preferences for trajecto-
ries and agent contributions, while SemDiv [16] verifies generated
agent behaviors. QLLM [18] focuses on efficient LLM quantization.
These works demonstrate a growing trend of using LLMs for their
semantic knowledge and heuristic evaluation to label agent quality.

6 FINAL REMARKS

In this work, we propose CODI, a novel framework that lever-
ages LLMs and compositional diffusion to address the critical chal-
lenge of agent-quality imbalance in offline MARL. By distilling
LLM-derived coordination knowledge into fine-grained quality la-
bels and employing a conditional diffusion model guided by both
return-to-go and these compositional labels, CODI effectively gen-
erates high-quality, balanced trajectories that generalize beyond
the severely imbalanced datasets. Empirical results on challenging
datasets with severe quality imbalance demonstrate that CODI sig-
nificantly recovers the performance gap to expert policies, substan-
tially outperforming existing baselines. While CODI demonstrates
strong performance, its current formulation assumes that improved
individual behaviors compositionally enhance team performance.
This assumption may not hold in environments with strong social
dilemmas, where individual and collective interests can conflict. Ex-
tending our approach to such non-monotonic settings remains an
important future direction. Also, the integration of more advanced
generative models and external knowledge from LLMs offers a
promising path for further enhancing coordination synthesis. Fu-
ture work will focus on extending this approach to more complex
multi-agent systems, such as those involving embodied agents in
open-world scenarios [5].
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A IMPLEMENTATION DETAILS OF CODI
A.1 Agent Quality Labeling via LLM Distillation

To efficiently obtain fine-grained agent-quality annotations from
large offline datasets, we employ an LLM-based distillation frame-
work that transfers the reasoning ability of a powerful language
model into a lightweight label model. This process consists of two
stages: (i) annotating a subset of trajectory segments using an LLM,
and (ii) training a neural classifier to imitate these annotations for
large-scale automatic labeling.

LLM annotation. We use the GPT-40-mini model to generate
quality labels for multi-agent trajectory segments. Each input to the
LLM is a structured prompt [desc, r}e“, inst], where 7t¥t is the
natural language description corresponding to the segment 7; € D,
desc basic information of environment, agents, and task, and inst a
concise instruction for the LLM to select the best-performing agent
(see Appendix E for more prompt details). The LLM is accessed
through the OpenAlI Python interface by creating chat completions
with the prompt as a user message, using the default tempera-
ture setting to maintain moderate response diversity. From the
returned text, we extract the index of the agent identified as the
best-performing and convert it into a one-hot label vector.

To construct the labeling subset, we randomly sample a small
proportion of trajectory segments from the offline datasets. Each
segment 7; = (04, @, 7y, . . ., OryH-1, Ar+H-1, T'r+H—1) contains H con-
secutive time steps of joint observations, joint actions, and re-
wards. Segments may have different valid lengths with the invalid
timesteps padded by zero, and may partially overlap with each
other, which ensures sufficient coverage and generalization. By
estimation, roughly 10% or fewer of the total data is used for an-
notation, with larger samples adopted only for the CN4 and CN5
tasks to account for their increased number of agents.

Label model training. The distilled label model fiapel takes as
input a joint multi-agent trajectory segment and predicts the prob-
ability that each agent exhibits the most expert-like behavior. For
efficiency and generalization, the model shares a compact structure
and parameterization across agents: a single-layer GRU encoder
followed by a two-layer MLP head applied independently to each
agent’s temporal features. The resulting logits are normalized by a
softmax function across agents to produce a probability distribution
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over expert identities. The model is trained as a supervised classifier
using the cross-entropy loss:
n
Liabel = Brj~ Dy [ - Z Hy; = i}logzj|, 1)
i=1

where y; denotes the LLM-provided label for segment 7; and z; =
(z}, -+ 2}) = fiabel (7;) the predicted probabilities for all n agents.
Training employs the Adam [3] optimizer with early stopping on a
held-out validation split.

Empirically, using the label model’s predictions as diffusion
model conditions yields performance comparable to, or even ex-
ceeding, the use of ground-truth quality labels, owing to the LLM’s
ability to capture the agents’ temporal patterns associated with
high-quality behaviors.

A.2 DPseudocode and Hyperparameters

We provide pseudocode of CODI and hyperparameters of different
settings in this section.

Algorithm 1 CODI Training Phase

: Input: Offline dataset D = {Tj};”: 1» LLM oracle

—_

2: Output: Trained models fiapel, €9, finv, fiwd, frwd

3. Step 1: Agent Quality Labeling

4: Sample subset Dgybset € D (€.8-, |Dsubset| < 0.1|D])

5. Initialize labeled dataset Dyape; «— O

6: for each 7; € Dyypser do

7. Construct prompt: [desc, 7}, inst] (See Appendix E)
8. Get LLM annotation: y; «<— LLM(prompt)

9:  Store labeled data: Diapel < Diabel U {(7), ;) }

10: end for

_
—_

: Train quality labeler fiape] With Diapel via Eq. (1)
: Step 2: Compositional Diffusion Training
: repeat

= e
w N

14:  Sample trajectory segment 7 ~ D

15 Extract X = 0p.p+h-1, R, z = Slabel (1)

16:  Sample noise level k ~ Uniform(1,K), e ~ N(0,I)
17. Compute diffusion loss: Laig = ||€ — 9 (x, k|R, 2)]|2
18:  Compute dynamics losses:

190 Liny = [la; = finv (01, 04112

200 Lrwd = [|0r41 —ffwd(Ot,at)HZ

2t Lrwd = Ire = fiwd (01, @1, 0141) ||

22:  Update all models: 6 « 0 — Vg (Lt + Linv + Liwd + Lrwd)
23: until convergence

Algorithm 1 outlines the complete training pipeline. In Step 1
(Lines 3-10), we first sample a subset Dgypset from the offline dataset
P and initialize the labeled dataset Djape as empty. For each tra-
jectory 7; in the subset, we convert it to text format, construct a



prompt containing task description and annotation instructions,
query the LLM oracle to obtain quality labels y;, and store the an-
notated data in Diapel. Using this labeled data, we train a quality
labeler fiabel to predict trajectory quality features. In Step 2 (Lines 12-
22), we perform compositional diffusion training. In each iteration,
we sample a trajectory segment from D, extract the observation
sequence x, return R, and quality features z. We then sample a
noise level k and random noise €, and compute the diffusion loss
Laigr, which trains the noise prediction network €6 to denoise the
observation sequence conditioned on both the return and quality
features. Simultaneously, we compute dynamics model losses: in-
verse dynamics loss Ly, forward dynamics loss Lgyq, and reward
prediction loss L;wq. Finally, we update all model parameters by
jointly optimizing these loss functions.

Algorithm 2 details the trajectory generation process. The algo-
rithm begins by sampling an initial observation from the dataset and
initializes the trajectory with a target return-to-go. The core gener-
ation occurs in segments of length H (Lines 7-35). The generation
process consists of three key components. First, in the composi-
tional denoising phase (Lines 13-18), the algorithm initializes a
noisy segment and performs iterative denoising from noise level
K down to 1. The critical innovation is the compositional noise

prediction éS9P which blends unconditional and conditional de-

comp >

noising signals using multiple quality conditions zéi)n weighted by
w;. Second, each generated segment undergoes rigorous dynamics
consistency checking in the verification loop (Lines 20-30). The
loop uses the trained inverse dynamics model fi,y, to infer actions
between consecutive observations, then verifies that the forward
dynamics model fxyq can accurately predict the next observation.
Segments failing this consistency check with deviation exceeding
d are resampled up to M times. Third, for valid segments (Lines
32-35), the algorithm reconstructs the complete transition sequence
using finy and fiwq to generate actions and rewards respectively.
The return-to-go is updated recursively, and generation continues
autoregressively from the last observation. The final generated tra-
jectories augment the offline dataset for subsequent multi-agent
reinforcement learning, enabling policy improvement through syn-
thetic high-quality data.

Key hyperparameters in our implementation are listed here for
completeness. For agent quality labeling via LLM distillation, the
label model is trained using the Adam optimizer with learning rate
2x 107, For most tasks, 1200 batches each containing 32 trajectory
segments of length H = 8 are sampled from the dataset D and
relabeled with the LLM; GRU hidden size and MLP dropout rate
are respectively set to 128 and 0.1. For the CN4 and CNB5 tasks, a
larger sample of 6400 batches is employed, and GRU hidden size
and MLP dropout rate are respectively set to 256 and 0.0. In all tasks,
the label model is trained for up to 150k gradient steps with a 10%
validation split for early stopping. For training diffusion models
and running offline MARL methods, we following the settings of
established frameworks, as discussed in the next section. For the
generation process, we set the RTG values as —60 for CN3, —120 for
CN4, —210 for CN5, —70 for World, 9 for 3m, and 7 for Zerg_3v4.
The return distribution of given datasets are provided in Section F.1.
The reconstruction thresholds are set to 0.01 for CN tasks, 0.03 for
World and Zerg_3v4, and 0.075 for 3m. Other hyperparameters are

Algorithm 2 CODI Generation Phase

1: Input: Trained models €p, finv, fiwd, frwd, dataset D

2: Parameters: Target RTG Rgen, segment length H, max resam-
ples M (M = |D] in our work)

3: Output: Generated trajectories Dgen

4: while more trajectories needed do

5 Sample 0y ~ D; Initialize Tgen < [00], Re ﬁgen

6:  while trajectory length < target do

7 Initialize segment xg = [0g, X1, - - - , Xg—1] with noise

8 m « 0; valid « False

9: while m < M AND NOT valid do

10: fork=K,...,1do

11: Compute noise écco%%l =

12: €0 (Xp, k) + 21y wi [69 (Xk, kIR, zé’e)n) — €9 (Xx, k)]
13: Xp—1 =Xk — ég)?nl?)l + N(o, O'zl)

14: end for

15: Extract xg = [0¢, 01, - , 051

16: Consistency Check: valid < True

17: fort=0,....H—2do

18: ar — fin(00,0041): 00— frwa (0. dr)
1 if 6141 — 67'| > & then

20: valid « False; m < m + 1; break
21: end if

22: end for

23: end while

24: if valid then

25: fort=0,...,H—-2do

26: a; — fi(04,0441); Tt — frwd(0s, @z, 0141)
27: Tgen < Tgen U {(0¢, a4, 7¢)}

28: end for

29: R—R- Zif)z Ft; 00 < OH_1

30: else

31: break

32: end if

33:  end while

34 if 7y, reaches target length then

35: Z)gen — z)gen U {Tgen}

36:  endif

37: end while

38: D — D U Dgen {Augment dataset for offline MARL}

consistent with the MADITS framework. The running time of CODI
is almost the same with MADITS, with about 30 hours for training
and 3 hours for generation on 80 TFLOPS GPUs. Also, a single run
of CODI incurs a cost of less than $0.10 for OpenAI APIs and less
than $50 for the full project.

B IMPLEMENTATION DETAILS OF BASELINES

We conduct comprehensive comparisons between CODI and sev-
eral strong data augmentation approaches to thoroughly evaluate
its effectiveness in addressing agent-quality imbalance in offline
MARL. All experiments are implemented on top of the publicly



available codebases of MBTS!, MADIff? and MADiTS?, maintaining
consistency in architectural choices and hyperparameter settings.

The baseline methods encompass a diverse range of augmenta-
tion strategies. First, the Original dataset serves as our fundamental
reference point, representing the raw imbalanced data without any
augmentation, which helps quantify the intrinsic challenges posed
by behavioral heterogeneity. For single-agent augmentation tech-
niques adapted to multi-agent settings, we implement MBTS [2],
which operates by identifying promising state pairs across different
trajectories and predicting joint actions to connect them, effectively
creating new transitions that potentially yield higher returns while
maintaining environmental plausibility. Moving to diffusion-based
generative approaches, MADIfF [12] represents a foundational
diffusion framework that generates complete joint trajectories con-
ditioned solely on team-level returns. This method employs an
attention-based architecture to model complex multi-agent inter-
actions but lacks explicit mechanisms for addressing agent-level
quality imbalance. Building upon this, MADITS [10] introduces
an iterative refinement process that identifies underperforming
agents using integrated gradients [8] and selectively re-denoises
their sub-trajectories while preserving high-quality behaviors from
other agents, offering a more targeted approach to quality improve-
ment. To systematically evaluate the components of our proposed
framework, we include two carefully designed variants of CODI.
The first, CODI y/o com., retains the agent-quality conditioning but
disables the compositional diffusion mechanism, thereby testing
whether fine-grained conditioning alone suffices or the explicit
decomposition and composition of team quality into agent-level
labels is indeed necessary for effective generalization. The second
variant, CODI y, pyi, replaces the LLM-distilled quality labels with
privileged ground-truth information in the form of one-hot expert
indicators, allowing us to isolate the impact of label quality and
assess the performance of our approach when perfect agent-quality
annotations are available. Across all diffusion-based methods, we
maintain consistent experimental settings including the same num-
ber of denoising steps, identical guidance scales for conditioning,
and so on. This rigorous experimental design ensures that observed
performance differences can be attributed to the methodological
innovations rather than implementation variations.

C IMPLEMENTATION DETAILS OF OFFLINE
MARL METHODS

To comprehensively evaluate the effect of each augmented dataset,
we employ four representative offline Multi-Agent Reinforcement
Learning (MARL) algorithms that span a spectrum of methodologi-
cal approaches. Behavior Cloning (BC) [6] serves as a fundamen-
tal baseline, providing a direct measure of data quality by learning
a policy that directly imitates the state-action distributions present
in the entire dataset. Its performance is highly correlated with the
inherent quality and coherency of the dataset, making it a crucial
first indicator. To mitigate the potential negative impact of low-
quality or suboptimal trajectories within the dataset, we then utilize
50%BC [11], an enhanced variant that selectively clones only the

!https://github.com/CharlesHepburn1/Model-Based-Trajectory-Stitching
Zhttps://github.com/zbzhu99/madiff
3https://openreview.net/attachment?id=EpnZEzYDUT&name=supplementary_material

top 50% of trajectories ranked by their empirical returns. When
applied to an augmented dataset, 50%BC first combines the original
dataset and the augmented dataset, each containing 20k trajectories,
into a pooled set of 40k trajectories, and then selects the top 50%
with the highest returns for policy learning. This method tests the
dataset’s ability to support performance improvements when the
learning process is biased towards its highest-returning segments.
For a more advanced evaluation that assesses the dataset’s suitabil-
ity for complex value-based optimization, we employ OMAR [5].
This algorithm directly addresses a key identified challenge in of-
fline MARL: the non-concavity of the multi-agent value function,
which makes policy gradient improvements highly prone to con-
verging to poor local optima. OMAR mitigates this by innovatively
combining first-order policy gradients with zeroth-order optimiza-
tion (specifically, using an evolutionary strategy), which enables a
more effective and robust optimization of the conservative value
functions over the actor parameters, thereby better escaping local
optima. Finally, we include OMIGA [9], a state-of-the-art method
that elegantly bridges the gap between centralized training with
decentralized execution (CTDE) and offline learning constraints.
OMIGA’s core contribution is its implicit global-to-local value regu-
larization, which provides a principled framework to convert global-
level value regularization (aimed at preventing over-estimation on
out-of-distribution actions) into equivalent implicit local value reg-
ularizations for individual agents. This approach simultaneously
enables efficient in-sample learning, integrating multi-agent value
decomposition with the necessary offline policy constraints.

All experiments are conducted using the implementations from
the publicly available OffPymarl*, ensuring consistency and repro-
ducibility. We utilize the default hyperparameters as provided by
the framework without any task-specific modifications, maintain-
ing an identical evaluation protocol across all datasets to ensure a
fair and unbiased comparison.

D COOPERATIVE MULTI-AGENT
ENVIRONMENTS

We conduct experiments on four classic cooperative multi-agent
tasks (Figure 1), selected to represent a spectrum of challenges
in offline MARL. The first two are from the Multi-Agent Particle
Environment (MPE) [4], which provides a lightweight, continuous
2D world ideal for rapid prototyping and analysis. The first MPE
task is Cooperative Navigation (CN), where three agents must
learn to cover three distinct landmarks in a confined space. The
core challenge here is for the agents to develop an implicit assign-
ment strategy, dividing the landmarks amongst themselves without
direct communication. The action space for MPE agents is discrete,
allowing them to choose from five actions: to remain stationary or
to apply an acceleration force in each of the four cardinal directions
(up, down, left, right). The reward structure is shared, providing a
negative penalty for the distance between agents and landmarks.
The second MPE task, World, is a more complex predator-prey sce-
nario that requires high-level, sequential coordination. Here, three
slower cooperative agents must collaborate to capture three faster
“prey” agents. We set the prey as random policies for simplicity.
This task tests the agents’ ability to perform temporally extended

4https://github.com/zzq-bot/offline-marl-framework-offpymarl
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Figure 1: Cooperative MARL tasks used in this paper. (a) Cooperative Navigation (CN) in Multi-Agent Particle Environment
(MPE) [4]. (b) World in MPE. (c) 3m in StarCraft Multi-Agent Challenge (SMAC) [7]. (d) Zerg_3v4 in SMACv2 [1].

coordination, where individual actions are only meaningful in the
context of the team’s joint strategy.

The other two tasks are combat scenarios from the StarCraft
Multi-Agent Challenge, which present partially observable, discrete-
action problems with rich state spaces. The 3m scenario from the
original SMAC [7] is a foundational symmetric battle where three
allied marines engage three enemy marines controlled by a built-in
Al The reward function in SMAC is all positive and shaped to guide
learning: agents receive a small, positive reward for damaging en-
emy units’ hit points (HP), a medium-sized reward for killing an
enemy, and a large, team-wide reward for winning the battle by
eliminating all enemies. The primary challenge in 3m is for the
agents to learn the "focus fire" strategy-concentrating their attack
on a single enemy unit to eliminate threats efficiently rather than
spreading damage. This requires agents to overcome the credit
assignment problem, correctly attributing the success of a kill to
the agents that contributed, and requires robust decentralized ex-
ecution under partial observability. To evaluate performance in a
more difficult setting, we also include Zerg_3v4 from the more
challenging SMACv2 [1]. This scenario presents an asymmetric 3v4
battle where the allied team controls three Zerglings against four
enemy Marines. The asymmetry in numbers creates an initial disad-
vantage for the learning agents. Furthermore, SMACv2 introduces
randomized start positions for every episode, a critical feature that
prevents agents from memorizing a single, brittle strategy and in-
stead demands the learning of robust, generalizable policies that can
adapt to dynamic initial conditions. Success in Zerg_3v4 requires
sophisticated micro-tactics, such as kiting (hit-and-run maneuvers),
flanking, and dynamic target selection, making it a suitable testbed
for our experiments.

E PROMPT ENGINEERING

Task-specific prompts are designed to guide the LLM to select the
best-performing agent in each given trajectory segment 7;, thus
deciding the quality label. Each prompt comprises (1) desc, a con-
cise description of the environment, agents and task, (Z)T}-CXt, a
natural-language summary of 7; converted from numerical states
and actions, and (3) inst, an instruction requesting the identifica-

tion of the best-performing agent. desc includes heuristic priorities

to help the LLM identify typical high-quality behaviors, and inst
instructs it to derive a brief analysis before given its decision, so
that the priorities are taken into consideration.

E1 CN

You are an expert cooperative-navigation coach for multi-agent
teams. This is a joint trajectory segment with T=8 timesteps and
N=3 agents. Important context: among these agents, EXACTLY
ONE is following a true expert strategy; the OTHER agents are
random policies that at each step pick an action uniformly at
random (each action equally likely).

Task: pick EXACTLY ONE agent (0-based index) that you
judge to be the most expert-like. IMPORTANT: The last line of
your OUTPUT should be STRICTLY and ONLY one index in the
format: [k] (k must be between 0 and 2).

Action legend: 0 = no-op 1 = move left 2 = move right 3 =
move down 4 = move up

IMPORTANT NOTES (CRITICAL): - Ad = delta of the dis-
tance to nearest landmark. * If Ad < 0 => agent moved CLOSER
compared with previous step => THIS IS GOOD. *If Ad > 0 =>
agent moved AWAY compared with previous step => THIS IS
BAD. - The following BEHAVIOR FEATURES (in PRIORITY OR-
DER) can be evidence of an expert-like agent: 1. if the distance
to the nearest landmark is already reasonably small, keeps it
so small consistently 2. if the distance is large, achieves largest
DECREASEMENT of DISTANCE THROUGHOUT TIMESTEPS
3. if the distance is large, chooses a series of purposeful actions
that reduce the distance gradually / smoothly 4. doesn’t change
favorite / nearest landmark frequently 5. avoids colliding with
teammates - IF TIES APPEAR, BREAK THEM BY STRICTLY
FOLLOWING THE PRIORITY ORDER ABOVE.

Context: team total reward over this segment ~ {}.

Agent 0 - navigation report. Scorecard: Favorite landmark
index (most often nearest): {} (fraction {}) throughout timesteps,
DISTANCE DECREASES by {} Collision steps observed: {} Short
summary: collisions {}; favorite landmark {}. Timeline: - t=0:
action=no-op; Ad={}; nearest landmark id={}; distance to nearest




landmark={}; ... - t=7: action=move right; Ad={}; nearest land-
mark id={}; distance to nearest landmark={};

Agent 1 - navigation report. Scorecard: Favorite landmark
index (most often nearest): {} (fraction {}) throughout timesteps,
DISTANCE DECREASES by {} Collision steps observed: {} Short
summary: collisions {}; favorite landmark {}. Timeline: - t=0:
action=move left; Ad={}; nearest landmark id={}; distance to
nearest landmark={}; ... - t=7: action=move right; Ad={}; nearest
landmark id={}; distance to nearest landmark={};

Agent 2 - navigation report. Scorecard: Favorite landmark
index (most often nearest):{}(fraction {}) throughout timesteps,
DISTANCE INCREASES by {} Collision steps observed: {} Short
summary: collisions {}; favorite landmark {}. Timeline: - t=0:
action=move left; Ad={}; nearest landmark id={}; distance to
nearest landmark={}; ... - t=7: action=move down; Ad={}; nearest
landmark id={}; distance to nearest landmark={};

Team-level stats: Fraction of valid steps with >1 agents focus-
ing same landmark (overlap): {}

FINAL INSTRUCTION: Derive your analysis in no more than
100 words based on the information above. The last line of your
output should be ONLY the index of the most expert-like agent,
in the format [k].

Output:

Agent 0 demonstrates the most expert-like behavior with a
consistent decrease in distance to the nearest landmark through-
out all timesteps ({} in total). It maintained its focus on landmark
1 without collisions. Agent 1 and Agent 2 both showed signifi-
cant issues: Agent 1 only slightly decreased its distance ({}) and
had multiple collisions ({}), while Agent 2 actually increased its
distance ({}) and also had {} collisions. Thus, Agent 0 stands out
clearly as the best performer.

(0]

E.2 World

Tactical analyst summary for a hunting scenario. This trajectory
segment has T=8 timesteps and total_agents (N)=3 (3 adversaries
+ 3 good).

Task: identify EXACTLY ONE adversary index (from the ad-
versary list above) that is MOST expert-like. Output format
constraint: the very last line of your RESPONSE MUST be ex-
actly one index in the form: [k] (k must be one of the adversary
indices).

Action legend: 0 = no-op 1 = move left 2 = move right 3 =
move down 4 = move up

Key interpretation rule

(A d = current_distance - previous_distance):

*Ad < 0=>moved CLOSER to its nearest target since previous
step => POSITIVE evidence of hunting skill. * A d > 0 => moved
AWAY since previous step => NEGATIVE evidence.

Primary evidence priority (use this order to decide): 1) sus-
tained DECREASE in distance to targets across the segment
(large negative overall A ). 2) high fraction of timesteps with A d
< 0 (consistent closing). 3) participation in multi-adversary close
events (shows tactical coordination). 4) smoothness: smaller A d

variance suggests purposeful approach rather than jittery/ran-
dom moves. 5) consistency in preferring the same target (favorite
target fraction).

If ties occur, break them by (1) higher priority above, then (2)
lower A d variance, then (3) higher participation in coordinated
events.

Adversary 0 report: Metrics: Avg nearest-good distance: {}
Favorite target (good agent): {} (fraction {}) Distance trend across
segment: INCREASES by {} (farther) Fraction of steps with dis-
tance DECREASE (good steps): {} Avg improvement magnitude
when improving: {} Ad standard deviation (smoothness): {} Times
within close radius ({}): {} Participation in multi-adversary close
events: {} Short timeline (per-step): - t=0: action=move up; Ad={};
nearest_good={}; distance={}; rel={} ... - t=7: action=move right;
Ad={}; nearest_good={}; distance={}; rel={}

Adversary 1 report: Metrics: ... Short timeline (per-step): - t=0:
action=move down; Ad={}; nearest_good={}; distance={}; rel={}
... - t=7: action=move right; Ad={}; nearest_good={}; distance={};
rel={}

Adversary 2 report: Metrics: ... Short timeline (per-step): - t=0:
action=no-op; Ad={}; nearest_good={}; distance={}; rel={} ... - t=7:
action=move up; Ad={}; nearest_good={}; distance={}; rel={}

Team-level statistics: Fraction of timesteps with >=2 adver-
saries simultaneously very close to the same target: {}

FINAL INSTRUCTION: In no more than 100 words, give a
brief rationale (objective, tactical) for your choice, then on the
FINAL LINE output ONLY the chosen adversary index k, in
format [K].

Output:

Adversary 2 is identified as the most expert-like in this hunt-
ing scenario due to the significant decrease in average distance to
its target, improving by {} overall. It also exhibits a high fraction
of {} of timesteps with distance decrease, indicating consistent
efforts to close in on its target. Additionally, despite not partici-
pating in multi-adversary events, its smoothness with a low Ad
standard deviation of {} highlights a purposeful approach. These
factors combined demonstrate superior hunting tactics.

(2]

E.3 3m

You are an expert StarCraft II micro-management coach. This is
a joint trajectory segment with T=8 timesteps and N=3 friendly
agents.

Task: pick EXACTLY ONE agent (0-based index) that you
judge to be the most expert-like. IMPORTANT: The last line of
your OUTPUT should be STRICTLY and ONLY one index in the
format: [k] (k must be between 0 and 2).

Action legend: 0 = no-op (only available for dead agents) 1 =
stop 2-5 = move (cardinal directions) >=6 = attack(enemy_id-6)

Primary signals (in order): 1) Timely engagement: attacking
when enemies are attackable and causing HP drops. 2) Purpose-
ful positioning: moves that reduce distance to enemies. 3) Team
coordination: focusing same enemy as teammates when appro-
priate. 4) Survivability: staying alive and keeping health/shield.




Tie-break (if needed): higher attack efficiency — earlier first
attack — higher remaining health — better team overlap.

Context: team total reward over this segment ~ {}

Per-agent reports (commentator voice):

Agent 0 - consistent engager. Scorecard: First attack time: {};
Total attacks: {}; Damage-causing attacks (observed HP drops): {};
Attack efficiency (damage-causing / total attacks): {}; Moves that
reduced distance to enemies / total moves: {}/{} (effectiveness
{}); Steps with enemy visible: {}/8 (~{}); Team overlap on attacks
(fraction): {}; Health: start {} — end {}, min {}. Short summary:
Attacked {} times with {} attacks that coincided with observed
enemy HP drops; moved closer to enemies on {} moves; saw
enemies in {}/{} steps. Timeline (key events; we show actions,
important HP changes, visibility & qualitative distances): - t=0:
stop; own HP {} ... - t=7: own HP dropped {}—{} DEAD.

Agent 1 - mostly passive. Scorecard: ... Timeline (key events;
we show actions, important HP changes, visibility & qualitative
distances): - t=0: stop; own HP {} ... - t=7: move; saw enemies
(yes); own HP {}

Agent 2 - vulnerable (low HP / died). Scorecard: ... Timeline
(key events; we show actions, important HP changes, visibility
& qualitative distances): - t=0: move (moved closer to nearest
enemy); saw enemies (yes); own HP {} ... - t=7: DEAD.

Decision hints (for your deliberation): - Prefer agents that
attack when enemies are attackable and whose attacks coincide
with enemy HP drops. - Prefer moves that reduce distance to
enemies (purposeful approach). - Prefer agents that contribute
to team focus (overlap) rather than lone, ineffective attacks.

FINAL INSTRUCTION: Derive your analysis in no more than
100 words based on the information above. The last line of your
output should be ONLY the index of the most expert-like agent,
in the format [k] without any other words.

Output:

Agent 0 stands out as the most expert-like, demonstrating
consistent engagement by attacking three times, causing HP
drops on two of those occasions. They effectively closed the
distance to enemies on every move and displayed situational
awareness by seeing enemies in {} out of 8 steps. Although Agent
0 ultimately died, their contribution through damage dealt and
timely actions shows superior skill compared to Agents 1 and 2,
who exhibited no attacks and less proactive positioning.

(0]

E.4 Zerg 3v4

You are an expert StarCraft II micro-management coach ana-
lyzing a Zerg vs Zerg battle. This is a joint trajectory segment
with T=8 timesteps and N=3 friendly Zerg agents. Environment:
SMAC-v2 10gen_zerg (3 friendly Zerg units vs 4 enemy Zerg
units).

Task: pick EXACTLY ONE agent (0-based index) that you
judge to be the most expert-like. IMPORTANT: The last line of
your OUTPUT should be STRICTLY and ONLY one index in the
format: [k] (k must be between 0 and 2).

Zerg Unit Types: - Zergling: Fast melee attacker, low health,
high damage up close - Hydralisk: Ranged attacker, medium
health, good dps - Baneling: Suicide unit, explodes for area
damage

Action legend: 0 = no-op (only available for dead agents) 1 =
stop 2-5 = move (cardinal directions) >=6 = attack(enemy_id-6)
(targets enemy 0-3)

Primary signals (in order): 1) Unit-type appropriate tactics:
Zerglings close distance, Hydralisks maintain range, Banelings
seek multi-kills 2) Timely engagement: attacking when enemies
are attackable and causing HP drops 3) Target priority: focusing
vulnerable enemies or high-value targets first 4) Survivability:
avoiding unnecessary damage while dealing damage 5) Team
coordination: focusing same enemy as teammates when appro-
priate Tie-break (if needed): higher attack efficiency — better
target selection — higher remaining health — earlier first attack.

Context: team total reward over this segment ~ {}.

Per-agent reports:

Agent 0 (Hydralisk) - Hydralisk. Metrics: Unit type: Hydralisk;
First attack time: never; Total attacks: {}; Damage-causing at-
tacks: {}; Attack efficiency: {}; Movement effectiveness: {}; Enemy
visibility: {}/{} ({}); Team coordination: {}; Health: {}—{} (min {});
Most focused on enemy_{} ({} attacks). Summary: Hydralisk with
{} attacks ({} caused damage); {} purposeful moves; saw enemies
{}% of time. Timeline: - t=0: move; saw enemies (yes); own HP {}
... - t=7: move; saw enemies (yes); own HP {}

Agent 1 (Hydralisk) - Hydralisk. Metrics: ... Timeline: - t=0:
move (moved away from nearest enemy); saw enemies (yes);
own HP {} ... - t=7: move; saw enemies (yes); own HP {}

Agent 2 (Hydralisk) - Hydralisk. Metrics: ... Timeline: - t=0:
move; saw enemies (yes); own HP {} ... - t=7: own HP dropped
{}—{} DEAD.

Decision guidance (Zerg-specific): - Zerglings: Should aggres-
sively close distance and engage - Hydralisks: Should maintain
optimal range and deal consistent damage - Banelings: Should
seek high-value multi-kills or finish key targets - All: Should
coordinate focus fire when advantageous

FINAL: Provide brief analysis (<100 words). Then the last
line of your OUTPUT should ONLY be the index k of the agent
chosen as expert, written in the form [k] .

Output:

In the current Zerg vs Zerg scenario, Agent 2 (Hydralisk)
demonstrates the most competent behavior by engaging an
enemy with an attack, even though it resulted in its demise. De-
spite being ineffective in damage caused, the decision to attack
shows an understanding of unit interaction, which is critical
in micro-management context. Agents 0 and 1 failed to engage
despite having opportunities, showcasing poor tactical execu-
tion overall. Therefore, based on the provided metrics, Agent 2
exemplifies the most expert-like play in this situation.

(2]
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Figure 2: Return distributions of the original datasets used in the main experiments. For each environment, we show collected
datasets containing exactly n = 1, 2,3 expert agents (green, orange, and blue respectively), each comprising 20k trajectories.
Datasets with n = 3 expert agents are used for evaluation. As expected, the average return increases with the number of experts.
The average returns of the n = 1 and n = 3 datasets correspond to R, and R}; used for normalization in the main experiments.

F MORE EXPERIMENT RESULTS

In this section, we report the return distributions of the datasets
and the learning curves corresponding to the main results.

F.1 Return Distribution of Datasets

As shown in Figure 2, we present the return distributions of the
original datasets used in the four main experimental tasks. For each
task, we collect datasets containing exactly n = 1, 2, 3 expert agents
(represented by green, orange, and blue, respectively), with each
dataset comprising 20k trajectories. Datasets with n = 3 expert
agents are used for evaluation. As anticipated, the average return
of the dataset increases with the number of expert agents. The av-
erage returns of the n = 1 and n = 3 datasets correspond precisely
to the R, and Ry,; values used as references for normalization in
the main experiments. Regarding the datasets generated by the
data augmentation algorithms, we observed that the return distri-
butions of the datasets generated by diffusion-based methods are
very similar and largely indistinguishable. The mean returns of
these generated datasets all closely align with the specified target

return values. To conserve space, we choose not to visualize them
here. However, as emphasized in the main text, although the base-
line methods generate datasets with return distributions similar to
CODI CODI achieves these returns by generating trajectories that
exhibit greater improvement from more challenging initial states,
which accounts for its performance superiority.

F.2 Learning Curves of Main Results

As shown in Figure 3, we present the complete learning curves
corresponding to the results in the main experimental table. The
x-axis represents the training iterations of the offline MARL algo-
rithms, and the y-axis shows the unnormalized episode returns. The
final values of these curves, after normalization, yield the results
reported in the main experimental table. For clarity, the curves
are smoothed, which may cause minor visual discrepancies in per-
formance comparisons between methods. It can be observed that
across most dataset and offline MARL algorithm combinations,
CODI (red star) and CODI , pyi. (purple circle) achieve the most
stable and superior performance, demonstrating the effectiveness
of our proposed method.
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Figure 3: Complete learning curves corresponding to the main experimental results. The x-axis represents the training steps
of the offline MARL algorithms, and the y-axis shows the unnormalized episode returns. The final values of these curves,
when normalized, yield the results presented in Table 1 of the main text. For clarity, the curves are smoothed. Across most
dataset and offline MARL algorithm combinations, CODI and CODI , pyi. achieve the most stable and superior performance,
demonstrating the effectiveness of our approach.
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