Appendices

A Theoretical Justification

In this section, we present how CPR improves the behavior
policy 7 in the action selection stage. We extend the justifi-
cation given in the appendix of PEX with a policy set of size
2 [Zhang et al., 2023] to the arbitrary policy set size to justify
policy composition in CPR.

Suppose K is the size of the policy set II. The behavior
policy 7 can then be written as:
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Here, ¢ is the Dirac delta function on the action space. We
use P(i) to stand for P(i | s,a1.x) which is the probability
of selecting the proposed action a; given the state and all the
proposed actions. We use the notation V (s) as a shorthand for
V7 (s) and Q(s, a) as an abbreviation for Q™ (s, a) in the fol-
lowing paragraphs. With this definition, the state value V (s)
can be expressed as:
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Adding an entropy term with the coefficient as 7, the policy
gradient object can be written as:

ZP (s,a;)

where p; is the state visitation distribution of 7. Given the Q-
value function @) and the policy set IT = {1, - , 7k} with
their proposed actions {ay, - - - , ak }, then the optimal weight
P* of each policy in the policy set I1 is solved by maximizing
Eq. 10, as below:

exp (Q (s, ai) /n)
22 exp(Q(s,a5) /n)’

Thus, we show that the policy composition mechanism max-
imizes the entropy-regularized value of all proposed actions
from the policy set. The entropy regularization allows ran-
dom selection from previous policies generating a mixed pol-
icy, and 7 balances exploration with exploitation.
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B Implementation Details

B.1 Details on Policy Revitalization

We provide a detailed description of the implementation of
the policy revitalization in this section. To balance the train-
ing stability and memory efficiency, we implement the pol-
icy set II as a deque with a maximal size of M in practice.
Once the policy set is full, the earliest policy in II would be
removed in the next round of policy revitalization. For pol-
icy initialization, we run offline training on the whole replay
buffer for N, revitalization epochs where the size of the re-
play buffer is set to V.

B.2 Network Architecture and Hyper-parameters

We now introduce the detailed implementation of CPR which
is shared across all the experiment tasks. Notably, most of the
architecture and hyper-parameters are set according to exist-
ing methods instead of carefully tuning. We list the network
architectures and important hyper-parameters in Table 2. No-
tably, ¢ is the hyper-parameter to balance the Q loss and the
BC loss term in Eq. 6. 7 is the temperature hyper-parameter
to balance exploration and exploitation in policy composition.

Component | Hyper-parameters |  Value
# of hidden layers 2
Layer width 256
Activation function ReLU
Q Optimizer Adam
a Learning rate 3x1074
Discount y 0.99
Polyak coeff. 0.005
Batch size 256
# of hidden layers 2
Layer width 256
Learning rate 3x107*
To Batch size 256
Policy noise 0.2
Policy noise clipping (—0.5,0.5)
0.4
Revitalization interval 7. 10
n 0.1
Policy revitalization Policy set size M 5
Revitalization epoch N, 32
Online buffer size N 1 x 10°

Table 2: Hyper-parameter setting of CPR.

B.3 Implementation of Baselines

In our experiments, baseline methods are consistently imple-
mented by relying on the authors’ original code, and we ad-
here strictly to the hyper-parameter configurations specified
in the respective papers. Specifically, our implementation of
the proposed CPR aligns with the official implementation of
TD3+BC [Fujimoto and Gu, 2021].

For TD3, TD3+BC, and TD3+BC-FT, we independently
implement these methods[Gao, 20231, ensuring similarity



in hyper-parameters to those utilized in the original experi-
ments. IQL and AWAC implementations leverage the code
from the CORL publication [Tarasov et al., 2022]. The im-
plementation of PEX is from the authors’ implementation.

B.4 Evaluation Procedure

Offline Evaluation. We adopt the widely recognized eval-
uation protocol in offline RL, wherein the offline policy un-
dergoes evaluation within the corresponding online MuJoCo
environment. The evaluation process involves running 10
epochs, and the reported results include mean normalized
scores along with one standard deviation across various ran-
dom seeds. Notably, for fairness, we report the last score
attained rather than selecting the model with the best perfor-
mance.

Online Evaluation. In the context of online evaluation, we
conduct 10 epochs for each assessment within the online en-
vironment. The reported scores encompass mean normalized
values accompanied by one standard deviation, providing a
comprehensive view across all random seeds.

B.5 Hardware Configuration

We train and evaluate all methods on the same device, and
we list the hardware specifications for the experiments as fol-
lows:

¢ 12th Gen Intel(R) Core(TM) 19-12900K
¢ NVIDIA RTX A4000

B.6 Software Configuration

We list the used software and corresponding versions as fol-
lows:

e Python 3.10.9

e PyTorch 1.13.1

* Numpy 1.23.5 [Harris et al., 2020]
Gym 0.23.1 [Brockman et al., 2016]
e MuJoCo 2.3.2 [Todorov et al., 2012]
e MuJoCo-py 2.1.2.14

C Supplementary Results

C.1 Performance of Offline Experiments

To ablate the performance of the pre-trained model and the
effects of the corresponding offline RL algorithms, we here
present the offline experiment performance of different of-
fline algorithms on all the 12 tasks tested in our online ex-
periment. Since TD3+BC-FT and CPR are initialized with
a pre-trained model from TD3+BC and PEX chooses IQL as
the offline training algorithm, we compare the performance of
TD3+BC, IQL, and AWAC. The results are shown in Table 3.
As evident from the table, while certain offline methods may
exhibit superior performance on specific datasets, the aggre-
gate performance level remains comparable, thus ensuring a
fair basis for our comparison. This underscores that our algo-
rithm’s online fine-tuning is responsible for achieving state-
of-the-art performance.

Dataset Algorithms
Task Level TD3+BC QL AWAC

halfcheetah 115+ 1.0 135+ 3.9 8.2+ 3.8
hopper random 103+ 28 73+ 0.1 18.+£12.2
walker2d 1.95+ 2.6 3.1+ 09 6.6+ 6.0
halfcheetah 485+ 04 486+ 0.2 498+ 04
hopper medium 61.8+ 1.6 54.6 £ 1.6 64.8+ 6.0
walker2d 843+ 14 81.3+ 8.7 86.5+ 1.0
halfcheetah 447+ 0.7 443+ 04 465+ 04
hopper medium-replay ~ 73.54+20.4 41.5+£23.0 91.7+16.0
walker2d 848+ 42 77.0+ 23 876+ 4.3
halfcheetah 91.7+ 32 939+ 1.6 1034+ 89
hopper medium-expert 103.4+ 8.9 108.1+ 3.1 86.4.£25.7
walker2d 110.4 +£0.57 1124+ 0.8 113.0+ 04
Overall 66.70 57.12 63.54

Table 3: Results of offline experiments. We report the evaluation
performance of each algorithm with the mean and std of the final
normalized return over 5 independent seeds.

C.2 Run Time Comparison

Deploying an offline RL algorithm to the online environment
would also bring the concern of time complexity due to the re-
quest of responding and limited computation resources. We
run CPR and other baselines on the same task and machine
for 300 epochs. The running time on the online Hopper envi-
ronment is shown in Table 4. From the table, we can see that
CPR still runs at an acceptable speed which is similar to PEX.
It is worth acknowledging that the runtime efficiency of CPR
can potentially be enhanced further by reducing the number
of fitting iterations if deemed necessary.

Method | Running Time (h)
TD3+BC 1.15
TD3+BC-FT 1.16
IQL 153
AWAC 1.55
TD3 1.62
PEX 2.46
CPR (Ours) 2.48

Table 4: Running time of all the evaluation methods.

C.3 Additional Comparisons

Since the practical implementation of CPR is based on
TD3+BC, we would like to further provide comparisons be-
tween CPR and other TD3+4+BC based O20 methods to fully
demonstrate the efficiency of our method. We further select
the following baselines:

* PROTO. PROTO applies an iterative policy regulariza-
tion for O20 RL. Specifically, we choose PROTO+TD3
as an extra baseline which is introduced in Appendix F
of the original paper[Li et al., 2023].

* JSRL. JSRL keeps the offline trained policy frozen as
a guide-policy to form a curriculum for a learnable
exploration-policy[Uchendu et al., 2022].
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Figure 7: Normalized return learning curves on D4RL MuJoCo Locomotion benchmark with extra baselines.

We follow the identical training and evaluation protocols
in our main experiment section and report the normalized re-
turn score in D4RL locomotion tasks in Figure 7. The perfor-
mance suggests the stability and high efficiency of CPR.

C.4 Ablation Study
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Figure 8: Aggregated learning curves of CPR and its variants on the
MuJoCo Locomotion tasks. See Figure 9 for more details.

Policy Revitalization vs. Direct Policy Initialization. To
demonstrate the advantage of policy revitalization compared
to direct policy initialization, we remove the policy revitaliza-
tion procedure in Algorithm 1 and conduct a variant DPI-X,
an extended version of Direct Policy Initialization. DPI-X
applies a direct policy initialization manner while keeping all
the other experiment settings like adaptive policy constraint
and policy composition the same. Notably, we add the frozen
historical policy in the policy set II to restore it but without
resetting the current policy network. Thus DPI-X performs
offline policy updates on the policy model initialized from

offline pre-trained checkpoint. We keep the training and eval-
uation protocol in our main experiment and conduct our ab-
lation study on the D4ARL MuJoCo Locomotion tasks.

The aggravated learning curves of CPR and DPI-X along
with TD3 and PEX as baselines are illustrated in Figure 8.
Full results on the MuJoCo Locomotion tasks are presented
in Figure 9. Compared to DPI-X, CPR shows higher learning
efficiency and better performance on tasks with low-quality
datasets which demonstrates the advantage of the policy re-
vitalization mechanism. CPR mitigates the negative impact
on the original offline dataset and pre-trained policy quality
through policy revitalization. CPR transfers the given pre-
trained policy to a better-initialized policy for online learn-
ing. Notably, DPI-X alone shows competitive performance
on tasks with good-quality datasets. This could be the ben-
efit of our design of policy set which provides a more stable
tuning process and balances the learning and forgetting pro-
cedures.

Adaptive Policy Constraint (APC) vs. Iterative Policy
Constraint (IPC). We study how APC affects the online tun-
ing process. We replace APC with an IPC which minimizes
the KL divergence of the current policy with the latest be-
havior policy. We denote the CPR variant which puts iter-
ative policy constraints in the policy revitalization stage as
IPC-CPR. Figure 9 demonstrates the performance of CPR and
IPC-CPR on the D4RL MuJoCo Locomotion tasks. Though
IPC-CPR could achieve high performance on some simple
tasks, we observe extremely unstable learning performance
of IPC-CPR over different tasks. This suggests that maintain-
ing a pure policy set with a revitalization mechanism would
cause a severe performance drop in radical policy improve-
ment. Experiment results show that APC plays a key role in
stabilizing the O20 learning process.
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Figure 9: Ablation study on comparison among CPR and its variants.

Conclusion of Ablation Study. As demonstrated in the ag-
gregated learning curves in Figure 8, our ablation study not
only shows the effectiveness of the components in CPR but
also remarks on the fact that independent components could
not solve the problem of O20 RL. Pure APC may lead to
low efficiency in online learning, particularly on tasks of low
quality. Conversely, relying solely on a policy revitalization
mechanism can result in overly radical policy improvements
and may lead to catastrophic forgetting. The arbitrary combi-
nation of independent solutions may falter in addressing the
conflict between these challenges associated with direct pol-
icy initialization, struggling to find a delicate balance. In con-
trast, CPR is designed to provide a harmonious framework to
combine solutions to the mentioned issues in one to achieve
efficient and stable O20 learning.
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Figure 10: Aggregated learning curves of normalized return on
Maze2D tasks. See Figure 11 for more details.

C.5 Additional Experiments on Navigation Tasks

To comprehensively demonstrate the effectiveness of CPR
and diversify the experiment types, we have included addi-
tional experiment results conducted on the Maze2D environ-
ment. Unlike the MuJoCo Locomotion benchmark where the
goal of the policy is relatively fixed, Maze2D represents a
navigation task where the agent is required to navigate to ran-
dom goal locations in each episode. Thus the Maze2D navi-
gation tasks require the offline pre-trained policy to continue
improving in the online tuning stage. We show the experi-
ment results in Figure 11 and the aggregated learning curves
are presented in Figure 10. It is observed that though CPR
suffers from the poor performance of the initial offline pre-
trained model due to the offline training algorithm TD3BC, it
achieves a stable learning process and better-converged per-
formance compared to all baseline methods. This is particu-
larly evident in demanding tasks with sparse rewards, such as
Maze2D-medium and Maze2D-large. Other baselines either
fail to adjust to the online environment or show a less effi-
cient learning process compared to our proposed method. We
contribute the good performance of CPR to the balance of the
knowledge acquired from the offline datasets and the newly
collected online experience.

C.6 Sensitivity Analysis on 7

As discussed before, the hyper-parameter 1 balances how
greedy the policy is. Our next analysis breaks down what ex-
actly happens when we adjust the 7 value and how it affects
the policy’s performance. In the experiment we mentioned
earlier, we chose to use n = 1. To better understand the im-
pact of different n values, we ran tests with 7 set to different
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Figure 11: Normalized return learning curves on the D4RL Maze2D benchmark.

values in {0.01,0.1, 1, 3,100}, allowing us to see how perfor-
mance changes. We fine-tune policy pre-trained on medium-
replay level offline datasets where an unstable change in pol-
icy is often observed. The learning curves are shown in Fig-
ure 12. This ablation analysis highlights the robustness of
CPR to variations in the parameter 7, indicating that its stable
performance remains relatively consistent across different 7
values as long as n avoids taking extreme value.

C.7 Sensitivity Analysis on £

To investigate the overall effect of £ on the final performance,
we conduct an ablation study with a series of £ on all the
medium-level tasks. We train CPR on each environment ini-
tialized with the corresponding offline pre-trained model for
300 epochs with £ € {0.01,0.1,0.4,1,2,5,10} and keep all
other hyper-parameters the same. The learning curves are
shown in Figure 13. We observe that CPR exhibits a general
insensitivity to the value of the parameter £&. While opting for
a smaller value of ¢ is capable of expediting the learning pro-
cess, it can concurrently introduce instability. For models pre-
trained on high-quality datasets, vast performance drops can
be observed when £ = 0.01. Conversely, employing an ex-
cessively large £ may result in policy collapse, possibly stem-
ming from overfitting to the actions in the buffer. We chose
to set £ = 0.4 to compare with other baselines in Figure 4 to
balance the stability and learning efficiency. We notice that
optimizing the specified values of ¢ for different tasks can
lead to improved performance, indicating the potential for a
finely tuned version of CPR with even better performance.
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Figure 12: Normalized return learning curves of different 7.
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Figure 13: Normalized return learning curves of different &.



