Appendix A Proofs and Detailed Derivation

The original proof of Lemma 3.2 can be found in (Kakade and Langford 2002). We begin by presenting the proof of Lemma
3.3. Throughout this section, we assume a discrete action space; however, all results extend to continuous action spaces in a
straightforward manner.

A.1 Proof of Lemma 3.3
Recall the definitions:

V7(s) = Equn(ls) [RT" (s,a)],
A™(s,a) = Q™ (s,a) — V™ (s).

We can express V7 (s) as:
Vﬂ-(s) = anﬁ(.‘s) [QﬂE (S, a)]

= EaNfr(-\s) [QﬂE (57 CL) - Vﬂ(s) —+ VW(S):|
= Ea,\,ﬁ(,‘s) [A’T(S,a)} +an7~r(,‘s) [Vﬂ(s)} ,
where we move V”(s) outside the expectation since it does not depend on the action a. Therefore,
V(s) = V™(s) = Eqni()s) [A”(s,a)} .
Taking expectation over states s ~ dz, we obtain:

Eva, [V()] ~ Eana, [77(5)] = Ex [A7(5,a)].

A.2 Derivation of Eq. (8)
We consider the KL-regularized DGPI objective:

T = argmax Ez [fl”(s, a)} —a- DId{i(fer)

™

At each state s, we solve:

) = s e | [470) - (T )]

a

where A(.A) denotes the probability simplex over A. Taking the derivative with respect to p(a | s) and setting it to zero yields

A™(s5,0) — pla]s) = p(a|s):lw8a_
A" (s,a) (1Og7r(a|s)+1) 0= logﬁ(a|8) aA(’ )— 1.

Exponentiating both sides, we obtain:

pla| o) ocesp  £A7(5.0) ) mlals)

To ensure that 77 (a | ) is a valid probability distribution, we normalize with a state-dependent normalizer

1 1.
7(a|s) = 70 exp <aA”(s,a)> m(als). (A1)
A.3 Proof of Proposition 3.4 (Monotonic Improvement)
Let T'™ denote the Bellman operator for policy 7 under rgy:
(Tﬂf)(s) = Earwr(-\s) [Tgt(sa CL) + 7E5’~P(-\s,a)f(5/)] .
Since Q™7 satisfies the Bellman optimality equation
Q™" (s,a) = 1g(s,a) + YEgop(s,a) V" (s').

We have, for any ,
VT (s) = Eqnn(15[Q@7" (s,a)] = (TTVT")(s), (A2)



Fix a state s and consider the statewise functional

Fy(p) =7 pla|s)A™(s,a) —a pla|s)log pla]s)

m(a | s)

By construction of the DGPI update, 7(- | s) maximizes F, so Fy(7(- | s)) > Fs(m(- | s)) for all s. Noting that F, (7 (- | s)) =
0, we obtain

(a]s)

m(afs) ~

Zfr(a | s) A™(s,a) — aZfr(a | s)log
Rearranging,

Zfr(a | ) A™(s,a) > aKL(7(- | s) | «(- | s)) > 0.
Using A" (s,a) = Q™ (s,a) — V™ (s), we obtain

Vi(s) = V7(s) = Zfr(a | ) A (s,a) >0,

a

with strict inequality whenever 7 (- | s) # (- | s). Combining with Eq. A.2 (for both 7 and 7), we obtain
(TTV™E)(s) = VT (s) > V™(s) = (T"V™)(s), VseS. (A3)

Now consider the sequences ) i

V=TTV, VT = (TT)FVTe.
Since T™ and T’?Nare both ~-contractions and monotone, both sequences converge respectively to V™ and V™. From Eq. A.3
we have VI =T7"V7™ > T7TV7TE = V[T, Assume inductively that V;" > V™. By monotonicity of 7™ and T'",

VI =T VE > T'VE > TV = V7.
Thus V;* > V¥ for all k > 1. Taking k — oo, we obtain
VT(s) > V™(s), Vs e S.

Moreover, if # # 7 on some state reachable from dj, then the inequality in Eq. A.3 is strict on that state, and by the same
monotonicity argument the strict advantage propagates to all states reachable under either policy, including all sg € Sinit.
Therefore, by definition of policy preference,

7
(Tgla'Y)
O
A.4 Proof of Proposition 3.5 (Convergence)
Let DGPI(-) denote the DGPI update operator
DGPI(m)(a | s) = Z”l(s) 7(a | s)exp(é A’T(s,a)),

where V7™ (s) = Eqor(.|s) (@77 (s,a)] and A™(s,a) = Q™" (s,a) — V™(s), and Z,(s) is the normalizer.
Step 1: The expert policy is a fixed point of DGPI. For 7 = 7, we have
| (3) = Ea~ﬂ'E('|S) [QWE (s, a” =Vre (3)7
hence .
ATE(s,a) = Q" (s,a) = V7 (s) <0,
with equality whenever 7 (a | s) > 0. Thus, for any action a with 7g(a | s) > 0,

me(a | s)exp (éO) S me(als).

DGPI(7g)(a | s) ZE(s)

~ Z7e(s)
The normalizer is
775 (s) = Y ma(d [ s)exp(L AT (s,0)) = N mwla |s) =1,
a’ a":mg(a’|s)>0

SO DGPI(?TE) =TEg.



Step 2: Any fixed point of DGPI is optimal. Suppose 7* satisfies DGPI(7*) = 7*. For any s and a with 7*(a | s) > 0,
1 o A x
™ (a]s) = ——~7"(a]s) exp(l A™ (s,a)) = A7 (s,a) = c(s),
Al (S) «
for some constant ¢(s) depending only on s. But by the definition of AT,

> 7 (a|s)A™ (s,a) =0,

50 ¢(s) = 0 and thus A™ (s,a) = 0 for all @ in the support of 7*(- | s). Therefore,
Q™ (s,a) = V™ (s) forallawith7*(a|s) > 0.
Since .
VT (s) = Banrs (19 [@77 (5,0)] < max QT (s,a) = V™5 (s),
and equality holds only if 7*(- | s) places probability mass exclusively on maximizers of Q™= (s, -), it follows that 7* is an
optimal policy. Hence V™ = V7=,
Step 3: Strict improvement until a fixed point. Let {m;};>1 be the sequence generated by DGPL, i.e., m;11 = DGPI(m;).
By Proposition 3.4, if 7,41 # 7, then
VTti(s) > V™ (s), VseS,
so mgy1 > ¢ holds under the policy preference in Definition 3.1. Thus, the sequence is strictly improving as long as it has not
reached a fixed point of DGPL. Since 7 is optimal, we always have V™t (s) < V™E(s) for all ¢. Therefore, for each s, the
scalar sequence {V ™ (s)},>1 increases monotonically and is bounded above, hence convergent. Let V™7 denote the pointwise
limit:
Vr(s) = tlim V7™i(s), Vs.
—00
By Step 2, the limit corresponds to an optimal policy, so V™" = V™. We emphasize that this result implies 7 = 7 in sense
of policy preference. Only when the optimal policy is unique (so that the only possible fixed point is 7g), do we have 7 = 7g
strictly.
In summary, strict improvement holds at every step before reaching a fixed point, so there exists 7" such that 7 = mg and
T < T =< -+ T,

which completes the proof. O

A.5 Derivation of Eq. (10)
From Eq. (9), the DGPI target takes the form:
1 1.
- . 1o
w(als) = T/(S)m(cﬂs) exp (aA (s, a)) . (A4)

We fit the parameterized policy 7,1 by minimizing:

N . - m(als
Tp+1 = argmin Dyt* (7||m41) = argmin Es g, [Z 7(als) log ()]

Tr1 €Il 1 €T a 7T,Ig+1(a|8)

Substituting Eq. (9) into the objective above and discarding the term independent of 71, the optimization reduces to:

M1 = argmin —Egvq, Y 7(a | s)logmii(als)

1 €Ll a

= arg max Zdﬂk (s) Zﬁ(a | s)log mgy1(a | s)
Try1 €Il S °

= arg max Z Lt dr, (8) Zﬂk(a | s)exp (1121” (s, a)) log my1(a | s),
Thk+1 cll s ZI(S) a «

In practice, it is difficult to compute Z’(s) or to sample from Z%(g) - dgr, (s). Therefore, we approximate this by sampling
s ~ dp, (s) from trajectories generated by 7, (Peng et al. 2019), resulting in:
1 -
Tr+1 ~ argmax E ., {exp (A“’“(s,a)) log mg+1(a | s)] . (A.3)
Try1 €Il «

This shows that DGPI practice reduces to a weighted Behavior Cloning (BC) objective, where samples are reweighted by weight
1 A
exp (EA k (s, a)).



Reward Model | NegativeSTARC | TAC | PPAC-BC \ PPAC-AIL \ PPAC

GroundTruth 0.0000 £ 0.0000 1.0000 0.8200 £ 0.0265 0.9300 £ 0.0141 0.9800 £+ 0.0163
PotentialShaped -1.3180 £ 0.0079 1.0000 0.8967 £ 0.0115 0.9200 £ 0.0141 0.9800 £ 0.0094
SecondGoal-Slight -1.6557 + 0.0097 1.0000 0.8967 £+ 0.0153 0.8233 £+ 0.0094 0.6400 £+ 0.0163
SecondGoal-Intense | -1.7341 £ 0.0035 1.0000 0.8167 £+ 0.0306 0.6907 £+ 0.0072 0.4800 £ 0.0094
Constant -1.6033 + 0.0075 -1.0000 -0.8967 £ 0.0115 -0.9200 + 0.0141 -0.9400 + 0.0249

Table 1: RME results on the MiniGrid-DoorKey-8x8 task. Each value represents the average RME score across 10 randomized
task instances. Higher values indicate candidate reward models of higher quality.

Reward Model | NegativeSTARC | TAC |  PPAC-BC |  PPAC-AIL | PPAC
GroundTruth 0.0000 £+ 0.0000 | 1.0000 | 09243 £0.0097 | 0.9759+0.0026 | 0.9887 = 0.0031
PotentialShaped -0.7617 £0.0113 | 1.0000 | 09243 +0.0097 | 0.9759£0.0026 | 0.9887 = 0.0031

SecondGoal-Slight -1.3038 + 0.0022 1.0000 0.8376 £+ 0.0272 0.9749 £ 0.0023 0.7533 £ 0.0027
SecondGoal-Intense | -1.7276 £ 0.0043 1.0000 0.5689 £ 0.0554 0.9414 £+ 0.0248 0.5136 +0.0144
Random -1.8394 + 0.0041 -1.0000 -0.9378+ 0.0097 -0.9774 £ 0.0084 -0.9334 £ 0.0075

Table 2: RME results on the HalfCheetah task. Higher values indicate candidate reward models of higher quality.

A.6 Proof to Proposition 3.6 (Invariance to Transformations)

This proposition is proven by showing that both positive scaling transformations and potential-based reward shaping preserve
the relative ordering among policies.

Step 1: Positive scaling transformation preserves policy ordering. Let r and r’ be two reward functions related by:

r'(s,a) = B1-r(s,a) + B2, P1>0
Then for any policy 7, and initial state sq, the return under 7/ is:

T-1 T-1
1— T
V::—k (SO) = ]E’T/\/ﬂ'k [; ’Vt’r/(sta at)‘| = ]E‘rwmC l; 'Yt (Blr(sta at) + 52) = ﬂl . V;«ﬂ-k (80) + 52 . 1 _,77

Since this transformation is strictly increasing in V,™* (so) (because 31 > 0), the new rank R, preserves the original rank R,
over {V,™*(s;)}X_, . Hence:

N N
1 - 1 )
IPI:)A(](T7 D) = N E C(R:,, Rgt) = N E C(R;H Rg[) = PPAC(T/, D)
i=1 i=1

Step 2: Potential-based reward shaping transformation preserves policy ordering. Let the reward function be trans-
formed as:

T’/(S, a) = r(sﬂ a) + fYEs’N’PHs,a)(p(S/) - @(S)
Then for any policy 7y, and initial state sq:
T
VI (s0) = V7 (50) + Brmy | D (V7T ®(s041) — 7' ®(s1))
t=0
As T' — oo, the above summation telescopes to V,7*(so) = V,7(sg) — ®(so). Since this transformation subtracts a potential
item depending only on the common initial state, it preserves the ranking over {V,7* (s;) szl. Thus:

PPAC(r, D) = PPAC(+, D).

Appendix B Expert Q-value Learning

SPOIL (Moulin, Neu, and Viano 2025) learns the expert Q-value Q™% (s, a) by alternating between Q-value estimation and
policy optimization in the following formulation, without any regularization on policy or reward model:

Qr(s,a) € arg(rgnax Erp[Q(s,a) = Earar, [Q(s,a)]],

mi(a | s) exp (1 Qk(s,a)) (B.1)

Sweami(a | s) exp (1-Qrls a’)

Tt (a | s) =



Algorithm 1: Computing the PPAC with expert demonstrations

Input: Candidate reward model 7y, expert demonstrations D = {7Z}¥ | and granularity control parameter K.

1: Estimate Q™® from {77} | with SPOIL. (Alg. 1)

2: Randomize an initial policy 7.

3: Generate ranked policies m; < - -+ < mx in DGPI updating from 7. (Eq. 10)
4: fori =1to N do

5:  Lets; < initial state of 7%,

6: fork=1to K do

7: Sample trajectories starting from 7, starting at s;.

8: Estimate V™ (s) under reyqy. (Eq. 11)

9:  end for
10:  Compute C(R:,,;, Ry) between the estimated ranking R’ and the oracle ranking Rél. (Eq. 12)
11: end for
12: return PPAC(reva, D) = + vazl C(Riyy, Ret)-

where 7 > 0 is the learning rate that controls the strength of the update. When SPOIL training converges, it approximates
Q* ~ Q7= and the learned Q* satisfies the following relationship with the expert policy 7g:

exp(Q* (s, a))
2 aexp(Q*(s,a))

We emphasize that, given the expert policy 7% = 7", the learned Q* is not necessarily its optimal Q-value under 7. However,
Q* can be the optimal Q-value of 7 under any optimality-preserving transformations of Ty, as long as it satisfies the relation-
ship in Eq. B.2. This means that, though SPOIL does not necessarily learn the true expert Q-value under 7, it learns an expert
Q-value that differs from the true one only by a state-dependent shaping term. Since any state-only shaping can be absorbed
into the normalizers in Eq. A.4, the ambiguity on the learned expert Q-value does not affect our DGPI updates.

Moreover, the SPOIL objective in Eq. B.1 is equivalent to IQ-Learn (Garg et al. 2021) for offline imitation in the special case
of TV divergence. A detailed proof of their equivalence in the dual perspective is given in Appendix C.2 of (Sikchi et al. 2024).
We adopt SPOIL in order to avoid confusion with the regularized setting of IQ-Learn.

(B.2)

me(a|s) =

Appendix C Experiment Details

We report the complete results on DoorKey and HalfCheetah, where each result is averaged over three random seeds. Note that
the computation of TAC is deterministic and therefore unaffected by the choice of seed.

Appendix D PPAC with Other Supervision

The key idea of PPAC is to construct a monotonic policy sequence from provided supervision. In this section, we briefly discuss
several variants of PPAC when different types of supervision are available.

PPAC with expert demonstrations only. Since we only use the preferred trajectories to learn the expert Q-function Q™%
DGPI naturally extends to settings where only expert demonstrations {77}, are available, without access to trajectory com-
parisons. In this scenario, we assume that all expert demonstrations are generated by a common stationary stochastic policy
7 in an underlying MDP (S, A, P, dg, 74, 7). We then learn an expert Q-function Q™* using SPOIL and proceed to generate
automatically ranked policies by applying DGPI starting from a randomly initialized policy 7;. The computation of Spearman’s
rank correlation between the DGPI-generated policy ranking and the candidate reward-induced ranking remains unchanged. As

a result, the overall pseudocode for computing PPAC requires only minimal modifications, as shown in Algorithm 1.

PPAC with suboptimal demonstrations. The PPAC principle extends to improving from any “worse” policy to a “better”
(not necessarily optimal) policy. Thus, we can relax the assumption that the preferred policy 7+ corresponds to the optimal
policy under the unknown ground-truth reward 7. When provided with suboptimal demonstrations {TLJr & |, computing PPAC
only requires replacing {7}V, in Algorithm 1 with {7;" } V., . In this case, DGPI no longer guarantees monotonic improvement
with respect to 74, but rather with respect to another reward model rg;, that rationalizes {77} ,. Accordingly, PPAC measures

alignment to 7, instead of 7. This is natural because we have no means to inspect rg without the optimality of {7'1Jr MY . The
detailed proof is analogous to that of Appendix A and is therefore omitted here.

PPAC with general comparison pairs. When the preferred policy 7™ does not necessarily correspond to the optimal policy
under the unknown ground-truth reward, an interesting problem is to modify PPAC to measure alignment to a reward model 7y,
learned from preference-based learning (Christiano et al. 2017). The modified PPAC would offer a more meaningful evaluation



of candidate reward models, as 7, is more informative than rg,, encoding the suboptimal demonstrations. Recent works learn
value functions, rather than 7y, itself, from comparison pairs (Knox et al. 2022; Hejna et al. 2023). These works suggest a
possible way to combine DGPI with such learned value functions, enabling PPAC-style alignment with respect to 7pp.
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