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Local and global algorithms can produce the same forecasts, so they can approximate the
series equally well. A local algorithm might learn a different function to forecast each series in the set,
but its forecasts can always be replicated by a single function learned by a global algorithm.

Local Global
= ARIMA / Theta Method = Linear Autoregressive (increase memory)
= ETS: Variants of Exponential Smoothing selected by = Featurized Linear Autoregressive

AlCec.
= Deep Network Autoregressive

TBATS: Automatic multi-seasonal state space model

with ARMA errors. = Regression Tree Autoregressive: XGBoost

= Partitioned Linear

STL-AR: STL decomposition with AR errors

Pablo Montero-Manso, Rob J. Hyndman. Principles and algorithms for forecasting groups of time series: Locality and globality. IJF 2021
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Z /ME1E (channel)

Dataset(s) channels  Timesteps  Granularity

ETTh1&ETTh2 17,420 lhour
ETTm1&ETTm?2 69,680 Smin
Traffic 17.544 lhour
Electricity 26,304 lhour
Exchange-Rate 7.588 lday

Weather 52,696 10min

ILI 066 Iweek

» ZPRFEEE (multi-series) - KEBDARITE, AIRERRIERAIBEARRLIE (M4 dataset)

|
3283

Table 1

Number of M4 series per data frequency and domain.
Time interval Micro Industry Macro Finance Demographic Other Total
between successive
observations
Yearly 6,538 3,716 3,903 6,519 1,088 1,236 23,000
Quarterly 6,020 4,637 5,315 5,305 1,858 865 24,000
Monthly 10,975 10,017 10,016 10,987 5,728 277 48,000
Weekly 112 6 41 164 24 12 359
Daily 1,476 422 127 1,559 10 633 4,227
Hourly 0 0 0 0 0 414 414
Total 25,121 18,798 19,402 24,534 8,708 3,437 100,000
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Token Embedding In Transformer

= In NLP, a word is a token.

Transformer encoder
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Token Embedding in Time Series

* Channel dependent methods were popular

* Embedding variates of each time as token.

* Informer, DeepAR and many other deep methods.

____________ Je Outputs
v, Token  Token  Token ¢ Concatenated Feature Map ! : .| L1 |, |, I. L] .| .| _| .| .| Ll
=t 4 £«  ® 0 , eeeseecccccccccccsccccccssse=ada, . e
S ; Encoder N | Fully Connected Layer |
" [ \ N (! DI
| Multi-head | ' Decoder '
’ ProbSparse ' ' - :
. Self-attention N B Mul‘u—head E
' / \ . " Attention :
; Multi-head ; t /Masked Multi-head\ !
Time ' ProbSparse . E ProbSparse E
> \ Self-attention J ' Self-attention :
---------------- ‘ [ ——— t----.----.‘---...---.‘
0]0]0]010{0]0
I Inputs: X, Inputs:  Xge={ Xtoken, Xo}

Token
Zhou et al. Informer: Beyond Efficient Transformer for Long Sequence Time-Series Forecasting. AAAI 2021,



Channel Independent

* Channel Independent Linear outperform previous methods by a large margin

Method:s IMP. Linear* l NLinear* ‘ DLinear* FEDformer ‘ Autoformer ‘ Informer FutureI tlmeStepS
Metric MSE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE
96| | 27.40% | 0.140 0.237 0.141 0.237 0.140 0.237 0.193 0308 0201 0317 0.274 0.368
192 | 23.88% | 0.153 0.250 0.154 0.248 0.153 0.249 0.201 0315 0.222 0334 0.296 0.386
33¢ | 21.02% | 0.169 0.268 0.171 0.265 0.169 0.267 0.214 0.329 0.231 0338 0.300 0.394
72 17.47% | 0.203 0301 0.210 0.297 0.203 0.301 0.246 0.355 0.254 0361 0373 0.439
96y | 45.27% | 0.082 0.207 0.089 0.208 0.081 0.203 0.148  0.278  0.197 0323 0.847 0.752
193 | 42.06% | 0.167 0.304 0.180 0.300 0.157 0.293 0.271 0380 0300 0369 1.204 0.895
33¢ | 33.69% | 0.328 0.432 0331 0415 0305 0414 0.460 0.500 0.509 0524 1.672 1.036
72 46.19% | 0.964 0.750 1.033 0.780 0.643 0.601 1.195 0.841 1447 0941 2478 1.310
96| | 30.15% | 0.410 0282 0.410 0.279 0.410 0.282 0.587 0.366 0.613 0.388 0.719 0.391

Exchange | Electricity

€| 199 | 2996% | 0423 0287 0423 0284 0423 0287 | 0604 0373 0616 0382 0696 0379
& | 33¢ | 29.95% | 0436 0295 0435 0290 0436 029 || 0621 0383 0622 0337 0777 0420 History L timesteps
720 | 25.87% | 0466 0315 0464 0307 0466 0315 || 0626 0382 0.660 0408 0864 0472 u.oor Us4id ULl US| LoOLL 1.0
= | 96 | 1889% [ 0.176 0236 0.182 0232 0.176 0237 || 0217 0296 0266 0336 0300 0384 0896 0556 0458 0490 | 0259 0.254
£ | 199 [ 21.01% | 0218 0276 0225 0269 0220 0282 || 0276 0336 0307 0367 0598 0544 00622 0624 0658 0589 | 0309 0.292
2 | 334 | 2271% | 0262 0312 0271 0301 0265 0319 || 0339 0380 0359 0395 0578 0523 0739 0753 0797 0652 | 0377 0338
72 | 19.85% | 0326 0365 0338 0348 0323 0362 || 0403 0428 0419 0428 1.059 0741 1004 0934 0869 0.675 | 0465 0.394
24/ [4786% | 1947 0985 1.683 0.858 2215 1081 || 3228 1260 3483 1287 5764 1677 1420 2012 4480 1444 | 6587 1.701
— | 36| | 36.43% | 2182 1.036 1703 0.859 1963 0963 || 2.679 1080 3.103 1148 4755 1467 7.394 2.031 4799 1467 | 7.130 1.884
= | a8 | 34.43% | 2256 1060 1719 0.884 2130 1024 | 2622 1078 2669 1.085 4763 1469 7551 2057 4800 1468 | 6575 1.798
60 | 3433% | 2.390 1.104 1.819 0917 2368 1.096 || 2857 1157 2770 1125 5264 1564 7.662 2.100 5278 1.560 | 5.893 1.677
— [ 96 | 080% [0375 0397 0374 0394 0375 0399 || 0376 0419 0449 0459 0865 0.713 0664 0612 0878 0.740 | 1.295 0.713
<= | 193 | 357% | 0418 0429 0408 0415 0405 0416 | 0420 0448 0500 0482 1008 0792 0.790 0.681 1.037 0824 | 1.325 0.733
E 33¢ | 654% | 0479 0476 0429 0.427 0439 0443 || 0459 0465 0521 0496 1.107 0809 0891 0738 1238 0932 | 1323 0.744
72 | 13.04% | 0.624 0592 0440 0453 0472 0490 || 0506 0507 0514 0512 1.181 0865 0963 0782 1.135 0852 | 1.339 0.756

Ailing Zeng, MuxiChen, Lei Zhang, QiangXu. Are Transformers Effective for Time Series Forecasting? AAAI 2023.



Channel Independent

= Channel Independent strategy is not limited to Linear model

forecast

£ [ ISANAAS AN [foreeast

_ | [ rl 1—

(a) Channel Dependent (CD) Strategy (b) Channel Independent (ClI) Strategy

83
|
1t

Lu Han, Han-Jia Ye, De-Chuan Zhan. The Capacity and Robustness Trade-off: Revisiting the Channel Independent Strategy for
Multivariate Time Series Forecasting. CoRR abs/2304.05206(2023)



Channel Independent

* Channel Independent strategy improves most methods by a large margin. Why?

TABLE III: MSE on nine multivariate time series datasets across various forecasting models.

Dataset Electricity ETThl ETTh2 ETTmlI ETTm2 Exchange_Rate Traffic Weather ILI Mean
Horizon 48 96 48 96 48 96 48 96 48 96 48 96 48 96 48 96 24 36

Linear (CD) 0.442 0.444 0.402 0.514 0.711 1.520 0.404 0.433 0.161 0.269 0.119 0.274 - 0.142 0.165 2.343 2.436 11/16
Linear (CI) 0.195 0.196 0.345 0.386 0.226 0.319 0.354 0.351 0.147 0.189 0.051 0.088 0.703 0.651 0.169 0.202 2.847 2.857

Improve (%) +55.88  +55.91 +14.17 +24.94 +68.16  +79.04  +12.20 +18.85  +8.45  +29.73  +56.95 +67.84 - - +25.75
GBRT (CD) - - 0.497 0.592 1.039 1.633 0.428 0.500 0.370 0.606 0919 1.387 - - 0.539 0.475 5.128 4.845 12/14
GBRT (CI) 0.165 0.171 0.365 0.414 0.636 1.167 0.341 0.367 0.236 0.318 0.270 0.335 0.532 0.550 0.146 0.185 5.186 4.983

Improve (%) - - +26.63  +29.99  +38.77  +28.57 42043  +26.63  +36.13  +47.50 +70.58  +75.87 - - +72.96  +61.01 -1.13 -2.85 +37.93
MLP (CD) 0.293 0.305 0.517 0.695 1.664 3.651 0.453 0.507 0.323 0.303 0.590 0.802 1257.104  1118.137 0.140 0.167 2.959 3.494 12/18
MLP (CD 0.199 0.199 0.360 0.408 0.254 0.321 0.457 0.513 0.157 0.197 0.172 0.118 0.666 0.639 0.169 0.202 3.618 3.840

Improve (%) +32.31  +34.57 +30.40  +41.36  +84.74  +91.22 -0.73 -1.14 +51.33  +34.85 +70.87 +85.28 +99.95 +99.94 -9.88 +37.78
DeepAR (CD) 0.316 0.293 0.755 0.918 1.326 1.609 0.736 0.735 0.444 0.747 0.912 1.093 0.644 0.691 0.380 0.473 5.593 5418 14/18
DeepAR (CI) 0.231 0.247 0.723 0.724 0.601 0.714 0.616 0.566 0.200 0.268 0.824 0.878 0.641 0.708 0.173 0.221 4.590 4.501

Improve (%) +26.73  +15.65 +4.30 +21.08 45471 +55.63 +16.26 +22.92 +54.91 +64.16 +9.67 +19.65 +0.55 -2.48 +54.38  +53.22 +17.94 +16.92  +28.12
TCN (CD) 0.359 0.383 0.735 0.890 1.453 1.539 1.095 0.834 0.858 1.114 1.453 1.334 1.088 1.095 0.377 0.348 5.224 4.775 13/18
TCN (CI) 0.258 0.290 0.401 0.507 0.404 0.663 0.614 0.534 0.251 0.313 1.488 1.562 0.784 0.835 0.290 0.339 6.671 5.142

Improve (%) +28.28  +24.47 44540  +4299  +72.17  +56.94  +43.93  +35.90 +70.77 +71.87 -2.41 +27.98 +23.73 +23.05 +2.56 -7.68 +28.62
Informer (CD) 0.326 0.349 0.689 0.959 1.270 3.137 0.517 0.632 0.310 0.370 0.790 0.894 0.715 0.736 0.322 0.301 5.377 5.288 16/18
Informer (CI) 0.208 0.183 0.560 0.532 0.311 0.382 0.366 0.426 0.156 0.262 0.169 0.190 0.601 0.549 0.162 0.260 4.980 5.254

Improve (%) +36.07 +47.47 +18.67 +44.58 +75.49  +87.83  +29.29  +32.61 +49.70  +29.10 +78.64 +78.69 +15.95 +25.43 +49.74  +13.41 +7.38 +0.65 +40.04
Transformer (CD)  0.250 0.257 0.861 0.966 1.031 1.868 0.458 0.554 0.281 0.520 0.511 0.659 0.645 0.650 0.251 0.423 5.309 5.406 17/18
Transformer (CI) 0.185 0.163 0.655 0.533 0.274 0.466 0.379 0.496 0.148 0.237 0.101 0.137 0.558 0.526 0.168 0.225 4.307 5.033

Improve (%) +26.10 +36.59  +23.85 +44.84 +73.43  +75.07  +17.32 +10.43  +47.27  +54.40  +80.27  +79.30 +13.43 +19.13 +33.14  +46.87 +18.88 +6.89 +39.29

Lu Han, Han-Jia Ye, De-Chuan Zhan. The Capacity and Robustness Trade-oft:

Multivariate Time Series Forecasting. CoRR abs/2304.05206(2023)

Revisiting the Channel Independent Strategy for



Channel Independent - Analysis

* Distribution drift (non-stationarity) in each channel

* ACF (Auto Correlation Function) differs between Train and Test

Test ACF

-
PP B R S g k2 08

date

(a) MUFL, ETTh2

Train ACF

(c) OT, ILI
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Lu Han, Han-Jia Ye, De-Chuan Zhan. The Capacity and Robustness Trade-off: Revisiting the Channel Independent Strategy for
Multivariate Time Series Forecasting. CoRR abs/2304.05206(2023)



Channel Independent - Analysis

* Channel Dependent Linear:

* Channel Independent Linear:

Loi =AW, — Bl 4

l Yule-Walker equation

then the Yule-Walker equation of Linear (CD) is:

B / /
Rl,l R,
!/ /
Rz,l R; 5

/ !
|Req1 Reo

!

Rl,C
!

RQ,C

!
Re o]

Rii Rio
Ry Roo

Rc1 Reo

R, ¢
Rs o

Roc

and the Yule-Walker equation of Linear (CI) is:

c C
> R.,=( ReoW;
c=1 c=1

Ecd — ||Acdwcd — BcdH%‘ Acd — [A(UA(Q) o A(C)-| c RNXLC

c RNOXL

ct ——

cd
related to ACF of all the channels
(10)

(11

«—— 0nly related to sum of ACF over all the channels

Lu Han, Han-Jia Ye, De-Chuan Zhan. The Capacity and Robustness Trade-off: Revisiting the Channel Independent Strategy for
Multivariate Time Series Forecasting. CoRR abs/2304.05206(2023)



Channel Independent - Analysis

= CI strategy leads to less distribution drift

= Cl is only influenced by the average statistics (ACF)
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Lu Han, Han-Jia Ye, De-Chuan Zhan. The Capacity and Robustness Trade-off: Revisiting the Channel Independent Strategy for
Multivariate Time Series Forecasting. CoRR abs/2304.05206(2023)

Channel Index

(1) Traffic



Channel Independent - Analysis

= Capacity and robustness trade-off R(W) = (R(W) _ v&n% R(W)) 4 “lfnfw R(W)
€ =
non—ro?):Jsmess inca;);city

[ CI

0229 I CI
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018
0.16
014

®© 0124
010

Value

0.08+
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0024

1 0.00
Train Error Test Error W Diff Gen Error Train Error Test Error W Diff Gen Error Train Error Test Error W Diff Gen Error

(a) ETTh1 (b) ETTh2 () ETTmI (d) ETTm2 (¢) Exchange-Rate

e Non-rohtistness
I cD = g:} 274[){ = g:) 23938 23938 47 = g:j

. -] incapacity

Generalization
error

0.746
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Value

0.472

0.000 0.4
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() ILI (g) Weather (h) Electricity (1) Traffic
Lu Han, Han-Jia Ye, De-Chuan Zhan. The Capacity and Robustness Trade-off: Revisiting the Channel Independent Strategy for
Multivariate Time Series Forecasting. CoRR abs/2304.05206(2023)

Gen Error




Channel Independent - Analysis

Equipotential Line
of Test Error

Y Bayes Optimal Model

M,r{t?":' .
ci  Optimal Cl Model
wte) on Train/Test data
Cl

A .
ca Optimal CD Model
wte) on Train/Test data

Lu Han, Han-Jia Ye, De-Chuan Zhan. The Capacity and Robustness Trade-off: Revisiting the Channel Independent Strategy for
Multivariate Time Series Forecasting. CoRR abs/2304.05206(2023)



Patch Embedding

* Channel independent — share model
forecast

f [A~AAANN]— ]
f %A/VMN%—»:’VWV]

(b) Channel Independent (Cl) Strategy

= Patch embedding — share feature extractor

Value

i Time




Patch Embedding

= PatchTST

= Patch embedding + channel independent + Transformer
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Yuqi Nie et al. A Time Series is Worth 64 Words: Long-term Forecasting with Transformers. ICLR 2023



Patch Embedding

= SegRNN
* Patch embedding + channel independent + RNN
Relaiive lF:’osiiion Ilndex Challnel fosiiion Ilndex Decoding
O GRU Cell Vector | Relative Encoding | | Channel Encoding |
Concat
| | | }
PEW® e Rmxd
Encoding T ’1\ 1
Q:Q*Q-@=P=Q—EOEOEOO
f ! f ! ! ! | | } |
Xéi) e R*4 )7d(i) c Rmxd
! ! ! ! ! f | ! ! }
Linear(w, d) & RelLU() Dropout() & Linear(d, w)
f ! f ! f ! ! | | | |
xPerm NN N N N TN re e R
f f ! f f f } } } |

X® g RL \_/\/\/\/\_/—\ YO e RH

ShengshengLin et al. SegRNN: Segment Recurrent Neural Network for Long-Term Time Series Forecasting.
CoRRabs/2308.11200 (2023)



Patch Embedding

= Crossformer / iTransformer

* Patch embedding + channel attention + Transformer

Token Token Token

Value

=19}

c

Transformer |:> 5
o =l
View 2

£

NN}

Time Token

s

Attention over FFN on Multivariate
Temporal Tokens Representations

#

Y
(Zdim) ¥ |

Token

Cross-Dime

Zti.me ,

Value
%
S
[¢"]
-

i
iTransformer /\/\/\/\A/\/TO/I(E}‘: g
. 1 B
View  r — M NS : §
"""""""""""""""" Token !
Z 1 . -
e e M N Y Time Attention over FFN on Series A 3
b Variate Tokens Representations F

Yong Liu et al. iTransformer: Inverted Transformers Are Effective for Time Series Forecasting.
CoRRabs/2310.06625(2023)

YunhaoZhang, JunchiYan. Crossformer: Transformer Utilizing Cross-Dimension Dependency for Multivariate
Time Series Forecasting. ICLR 2023
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Frequency View of Time Series

* Time-domain signals can be decomposed into a combination of sine waves of different
frequencies.

= Represent the value of each time(time domain) -> Represent the coefficient of each frequency
components (frequency domain)

= Fourier series for periodic function (with period P) (\/\ ) & | ™. may be more
Fourier series, exponential form ‘ /\/‘ \/‘//\\/\/ e all Iy, SpaI’SE'
sy (%) = _Z: Cn - €2 P (g sy N \/ /\\/‘ \/n\/ “-, /\\
= Fourier Transtorm for arbitrary function (P -> o) \/\‘\

/ frequency

Fourier transform integral

fe) = [ fz)e ™ dz, VEER. (Eq)

~

time

= This concept can be generalized: The transformation is not only using a combination of sine
waves, such as the Legendre polynomial
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= Auto-correlation as the “horizontal” attention ‘ O(Llog L)

O(Lz)

= lim — X X . o :
Lo L Z A Roon(r) = F1 (Swn(f)) = / Sxx(N)e™7dy,

S =F Xt F* Xt = - Xteiﬂﬂtfd - Xte_ﬁ”fd
» Use FFT to reduce the complexity )= AT [_oo t/_oo t
XX

L

[ =]
= L

Time WA A AN
Delay
SoftMax

IXCZT Conjugate
[xCx2 [xCx2
LxC

|

|

|

|

|

RS ‘

| 0 T1
‘ Roll( T1) WN\M\,NA@R()
|

|

|

|

|

|

|

Roll(T2) MMW\.«N[M@Rng
: =}
) Lx(‘ Resize =]
Resize ﬁ
LxC SxC S Roll( Tk)
e ) J—\ — '
| Linear H Linear |/ | Linear IJ W@/\w () R(x)
Q K Vv

Haixu Wu, Jiehui Xu, Jianmin Wang, Mingsheng Long: Autoformer: Decomposition Transformers with Auto-Correlation for
Long-Term Series Forecasting. NeurlPS 2021
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FFT + down sample

ML . . Padding + F1
() J + Sampling | _ >< -y € RLngﬂ I

l
— X

[ MLP k F + Sampling ()

= .

- 8&1 MLP ] La.x D | F+ Sampling| = >< A1 ’ Reduce CompleXIty of

¢ T qeR* 1 Q QK self-attention

i i N Table 1. Complexity analysis of different forecasting models.
Frequency | * 1 —— .
Encoder N MOE Feed 4 MOE . -
(Foi Jro) Envanced =)+ pecone 7| Fomard ™" Decam [T sjor Methods _ Training Testing
X, € RTP o¢ ; ; Time Memory Steps
FEDformer Encoder FEDformer O(L) O(L) 1
Autoformer | O(LlogL) | O(LlogL) |
i i M Informer O(LlogL) | O(LlogL) 1
3 P 2
(o)L Gy | o frequency | L [ o reod |, )] woe s Transformer | O(L7) | O(L7) L
> &:;Ltuzm)xu Al T Block /" Decomp sj a Attention | -~ | Decomp sf Forward "~/ | Decomp A oup LogTrans O(L log L) @ (L ) 1
' s /i_v{g‘; AT /i{cf:" T;\;/ Reformer O(LlogL) | O(LlogL) L
Trend Init 2 =\+/ =\+j =‘\t/, LSTM O(L) O(L) L
T2 e RU/2HOIXD FEDformer Decoder

Tian Zhou, Ziging Ma, Qingsong Wen, Xue Wang, Liang Sun, Rong Jin: FEDformer: Frequency
Enhanced Decomposed Transformer for Long-term Series Forecasting. ICML 2022.
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Figure 2: Comparison between (a) time attention, (b) Fourier attention and (c) wavelet attention.
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= Time (domain) attention and frequency domain attention are equivalent if no softmax

o(a,k,v) = W/ [(Wq)(Wk) (Wv)] = qkTv. olakv) =W [(Wa)(Wk)"(Wv)] = gk’

Xiyuan Zhang, Xiaoyong Jin, Karthick Gopalswamy, Gaurav Gupta, Youngsuk Park, Xingjian Shi, Hao
Wang, Danielle C. Maddix, Yuyang Wang: First De-Trend then Attend: Rethinking Attention for

Time-Series Forecasting. CORR abs/2212.08151 (2022)
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Time Domain Fourier Domain 0 " o 10
20 20
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. L] L] ) 1
o 25 50 75 100 125 150 175 200 100 100 0.0
L] L] L] L] 0 20 40 60 Ll 100 o 20 { 60 80 100
(a) sin(x) Time (b) sin(x) Freq (¢) sin(x) Linear (d) sin(x) Softmax
Time Domain Fourier Domain 0 o 03
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L] L] L] oo
025 60 : 60 0.2
I l :j 80 2 80 01
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. . . . (e) Vary Time (f) Vary Freq (g) Vary Linear (h) Vary Softmax
¢ Time Domain Fourier Domain ot 200
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. . (i) Trend Time (j) Trend Freq (k) Trend Linear (1) Trend Softmax
. o ° Titve Demain Fourier Domain ¢ ) ¢
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= Softmax helps seasonal but not trend (m) Spike Time

(n) Spike Freq

(o) Spike Linear

(p) Spike Softmax

Xiyuan Zhang, Xiaoyong Jin, Karthick Gopalswamy, Gaurav Gupta, Youngsuk Park, Xingjian Shi, Hao
Wang, Danielle C. Maddix, Yuyang Wang: First De-Trend then Attend: Rethinking Attention for
Time-Series Forecasting. CORR abs/2212.08151 (2022)
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= For data with trend, all attention models show inferior generalizability, especially Fourier
attention
Table 1: MSE and MAE of attention models and MLP with linear-trend data.

Metric Time Fourier Wavelet MLP

MSE | 3.157 £ 0.435 8.567 £ 0.487 2.327 4+ 0.689 0+0
MAE | 1.741 £0.121 2.880 £ 0.073  1.477 £0.239  0.006 £ 0.003

= For data carrying noise, Fourier attention is the most robust.

Table 2: MSE and MAE of different attention models with spiky data.
Metric Time Fourier Wavelet

MSE | 0.303 £ 0.002  0.019 £+ 0.003  0.030 £ 0.008
MAE | 0.495+0.001 0.111 =£0.010 0.137 £ 0.021

Xiyuan Zhang, Xiaoyong Jin, Karthick Gopalswamy, Gaurav Gupta, Youngsuk Park, Xingjian Shi, Hao
Wang, Danielle C. Maddix, Yuyang Wang: First De-Trend then Attend: Rethinking Attention for
Time-Series Forecasting. CORR abs/2212.08151 (2022)
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= For data with fixed seasonality, Fourier attention is the most sample-efficient

= For data with varying seasonality, wavelet attention is the most effective.

1.0 1.01 010, —— d=1
0.8 0.8 d=2
. , 0.08 softmax
== Time —= Time
w 0.6 w 0.6 w
g Wavelet g Wavelet tn 0.06 1
0.4 Fourier 0.4 Fourier = 0.04.
0.2 0.2 \ 0.02
001 , ! , \ 0.0, : : ' . 0.004, , , , :
5 10 15 20 100 25 50 100 200 400 5 10 15 20 100
Train Samples Train Samples Train Samples
(a) Attention Models (b) Attention Models (c) Polynomial Kernels

Figure 4: (a): Sample efficiency comparison of time, Fourier, wavelet attention models on data
with fixed seasonality (sin(x)). Fourier attention models are more sample-efficient. (b): Sample
efficiency comparison on data with varying seasonality (alternating sin(x) and sin(2x)). Wavelet
attention models are more sample-efficient. (c): Sample efficiency comparison between polynomial
kernels and softmax. Polarization effect increases with respect to the degree of polynomial kernels
and approaches the softmax performance. Xiyuan Zhang, Xiaoyong Jin, Karthick Gopalswamy, Gaurav Gupta, Youngsuk Park, Xingjian Shi, Hao

Wang, Danielle C. Maddix, Yuyang Wang: First De-Trend then Attend: Rethinking Attention for
Time-Series Forecasting. CORR abs/2212.08151 (2022)
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« Method S » ReiN ——> MLP —— ReviN -
C —— T—
= Trend Context Trend Prediction
1l o I N blocks' o
"Il I \'"n'll'lulj‘l.ﬂ. W e ~a
MUK B8 A Add & Feed Add & JW r|
ol 1 1,2 f|
Context | & R Norm '+ NSNMEM "\ Nomn lwr LI

| \
1

Jul',‘"."‘w\_..r"",\__ ’ l M blocks ‘' Seasonal Prediction —~ B
N EA l Add & E A } Add & J’ Feed vy, Add& _ lq} Prediction

' A
Seasonal Context Norm Norm i Forword Norm aze MM~
Table 4: MSE and MAE of multivariate time-series forecasting on benchmark datasets with input
context length 96 and forecasting horizon {96, 192, 336, 720}. We bold the best performing results.

Methods | TDformer | Non-stat TF | FEDformer | Autoformer | Informer | LogTrans | Reformer

Metric | MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE

2] 9 | 0160 0263 0.169 0273 0.193 0308 0201 0317 0274 0368 0258 0357 0312 0402 Table 6: Seasonality strength of benchmark datasets.
2192|0172 0275 0182 0286 0201 0315 0222 0334 0296 038 0266 0368 0348 0433

B | 336 [ 0186 0290 0200 0304 0214 0329 0231 0338 0300 0394 0280 0380 0350 0433 Dataset ‘ Electricity Exchange Traffic Weather ETTm2
B | 720 | 0215 0313 0222 032 0246 0355 0254 0361 0373 0439 0283 0376 0340 0420 .

2| 96 | 0.089 0208 0111 0237 0.048 0278 0197 0323 0847 0752 0968 0812 1065 0.829 Seasonality Strength |~ 0.998 0.299 0.998 0.476 0.993
5 192] 0183 0305 0219 0335 0271 0380 0300 0369 1204 0895 1040 0851 1188 0.906

S | 336 [ 0353 0429 0421 0476 0460 0500 0509 0524 1672 1036 1.659 1081 1357 0976

D720 | 0932 0725 1.092 0769 1.195 0.841 1447 0941 2478 1310 1941 1.127 1510 1.016

9% | 0.545 0.320 0.612 0338 0587 0366 0.613 0388 0719 0391 0.684 0.384 0.732 0423

Eu 192 | 0.571 0.329 0.613 0340 0.604 0.373 0616 0382 0.696 0379 0685 039 0.733 0420
[‘E‘ 336 | 0.589 0.331 0.618 0328 0.621 0383 0.622 0337 0777 0420 0.733 0408 0.742 0420

720 | 0.606 0337 0.653 0.355 0.626 0.382 0.660 0408 0864 0472 0717 039 0.755 0.423
5 9 | 0.177 0215 0.173 0.223 0217 0296 0.266 0.336 0300 0384 0458 0490 0.689 0.596
*%. 192 | 0.224 0.257 0.245 0.285 0.276 0.336 0307 0367 0598 0544 0.658 0.589 0.752 0.638
é-’ 336 | 0.278 0.290 0.321 0.338 0339 0.359 0380 0.395 0578 0523 0.797 0.652 0.639 0.596

720 | 0.368 0.351 0.414 0410 0403 0428 0419 0428 1.059 0741 0.869 0.675 1.130 0.792
~ | 96 | 0174 0.256 0.192 0.274 0.203 0.287 0.255 0339 0365 0453 0.768 0.642 0.658 0.619
[[:E 192 | 0.243 0.302 0.280 0339 0.269 0.328 0281 0340 0533 0563 0989 0.757 1.078 0.827

720 | 0.400 0.400 0417 0413 0421 0415 0422 0419 3379 1338 3048 1328 2631 1.242

Wang, Danielle C. Maddix, Yuyang Wang: First De-Trend then Attend: Rethinking Attention for
Time-Series Forecasting. CORR abs/2212.08151 (2022)
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= global view: operating on spectral components acquired from series transformation, frequency-domain MLPs can
capture a more complete view of signals, making it easier to learn global spatial/temporal dependencies.

= energy compaction: frequency-domain MLPs concentrate on the smaller key part of frequency components with the
compact signal energy, and thus can facilitate preserving clearer patterns while filtering out influence of noises
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abs/2311.06184 (2023)

Kun Yi, Qi Zhang, Wei Fan, Shoujin Wang, Pengyang Wang, Hui He, Defu
Lian, Ning An, Longbing Cao, Zhendong Niu: Frequency-domain MLPs
are More Effective Learners in Time Series Forecasting. CoRR
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Table 4: Number of trainable parameters
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(d) COF at 2™ harmonic

Am
) and MACs of TSF models under look-
) o | 4o T i back window=96 and forecasting hori-
req. Q@ @ RELLE _ . . . }
[(TILTT] zon=720 on the Electricity dataset.
X' Model | Parameters MACs
COF: 40 MSE: 0.4296 TimesNet 301.7M 1226.49G
Pyraformer 241.4M 0.80G
Transformer 13.61M 4.03G
Informer 14.38M 3.93G
, , Autoformer 1491M 441G
——— FiLM 1491M 5.97G
1S FEDformer 20.68M 441G
PatchTST 1.5M 5.07G
— - DLinear 139.7K 40M
o w0 FITS (Ours) | 4.5K~10K 1.6M~8.9M

Zhijian Xu, Ailing Zeng, Qiang Xu: FITS: Modeling Time Series with 10k Parameters. CoRR abs/2307.03756 (2023)
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=

= Homework 5 considers multivariate time series (multi input multi output).

= The datasets used here are 'ETTh1l’, 'ETTh2’, 'EITm1’, 'ETTm2’, "Electricity , Traffic,
"Weather’, 'Exchange’, 'ILT .

= The val/test splits can not be used for training model. The train splits can be used for free.

* The evaluation protocol is provided. Do not modify the test code. The model should only
responsible for taking in the input and create an output.

X O
> Model — :
evaluation
>
Y

* You need to choose one of the questions below to complete.

= Submit a short paper with > 4 pages.



1. Time Series Distillation

= Knowledge distillation is a way to transfer the knowledge from teacher model to a student model
= In the field of time series, different models have diverse performance discrepancy.

= This question explore how the knowledge of good models (PatchTST/DLinear) can be transferred to bad
models (vanilla Transformer). And whether the student can even surpass the teacher.

= Baseline is the teacher model.

Teacher Model

e s oEs o SEs SIS GE =S =




2. Time Series Forecasting based on LLMs

= Large Language Models is a powerful technique to store and retrieve human knowledge.

= Some of the research have demonstrate that LLMs can be used to forecast time series by
prompting or finetuning.

= This question explores the way of forecasting time series based on LLMs.

Encoder '} (Decoder
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3. Time Series Transfer

= Real-world time series are heterogeneous with different granularities, trends or other statistics.

* This question explore how to harness the potential of external datasets. Measures include but
not limited to:

stocks sales goods consumption
= Ways to select useful data from external datasets. —
* How to adapt model trained from external datasets. :
= Ways to process heterogeneous data. sensor power demand
’ donasd Meamissent
DNA :
sequence motion detect —_—

= All the training data from the given datasets are free

to use.

Cloud service monitoring
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